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ABSTRACT

Very high resolution satellite images can be used to generate stereoscopic digital elevation models (DEMs),
efficiently and at scale, as exemplified by the upcoming CO3D mission, which aims to produce worldwide DEMs
by the end of 2025. In this paper we present a deep learning stereo-vision algorithm, integrated in the Stereo
Pipeline for Pushbroom Images (S2P) framework. The proposed stereo matching method applies a Siamese
convolutional neural network (CNN) to construct a cost volume. A median filter is applied to every slice in the
cost volume to enforce spatial smoothness, and another CNN estimates a confidence map which is used to derive
the final disparity map. Simulation results on the IARPA dataset show that the proposed method improves
completeness by 4.5%, compared to the state of the art. A qualitative assessment also shows that the proposed
method generates DEMs with less noise.
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1. INTRODUCTION

There are several satellites capable of capturing stereoscopic imagery, where the same region is captured from
slightly different perspectives at submeter resolutions.1 Stereo vision techniques can then be used to automatically
compute Digital Elevation Models (DEMs), essential for applications such as hydrology,2 urban planning3 and
natural hazard detection.4 These stereoscopic DEMs provide an efficient and low-cost means to compute DEMs
on a large scale.5 There are a number of processing pipelines that generate DEMs from two or more satellite
images.6–8 All these pipelines adopt variants of the classical Semi-Global Matching (SGM)9 method to match
correspondences and derive the disparity maps, that are subsequently used to estimate the DEM. However, deep
learning methods have outperformed the SGM algorithm in classical stereo vision challenges (e.g. Middlebury∗
and KITTI†) where the cameras are well calibrated with limited illumination variations and where the stereoscopic
images are captured at the same time.

In mainstream computer vision there are two categories of deep learning approaches for this problem: i) deep
stereo matching methods that mimic the traditional stereo-matching techniques to learn how to find corre-
spondences between a stereo image pair and ii) deep learning methods that are trained end-to-end. However,
end-to-end methods require a large amount of data to be trained and are more prone to overfit to the training
data. A comprehensive survey on the two class of methods for generic stereo matching can be found in.10 Deep
stereo vision was never used for stereo matching of remote sensing images mainly because of the lack of training
data. The authors in11 have adopted a self-learning hybrid CNN-CRF model which was applied for aerial images
which were acquired at a much higher resolution.

In this work we present a deep stereo matching algorithm that is able to accurately estimate the disparity
maps from satellite images. More specifically, we use a MC-CNN network12 to match the correspondences and
construct a cost volume. Moreover, inspired by the work in,13 we have applied a median filter to smoothen the
2D slice of the cost volume to reduce mismatches. Finally, we use the LAF-Net network14 to combine different
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∗Middlebury Stereo Evaluation Version 3 available at https://vision.middlebury.edu/stereo/eval3/
†KITTI Stereo Evaluation 2015 available at http://www.cvlibs.net/datasets/kitti/eval_scene_flow.php?
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Figure 1: Diagram depicting the proposed system.

disparity proposals. These networks were trained on the Middlebury dataset15 which consists of synthetic images
of natural objects and integrated within the Stereo Pipeline for Pushbroom Images (S2P) pipeline.7 While this
data does not cater for illumination variations and moving objects that are generally present in stereo images
acquired from satellites, the MC-CNN was found to be robust and achieved good performance when applied on
real-world remote sensing stereo images. Our method was evaluated on the IARPA 3D Multiview Challenge,16
improving completeness by 4.5% over the use of SGM for correspondence matching in the S2P pipeline.

2. PROPOSED METHOD

Fig. 1 provides a general overview of the proposed method. We first extract two rectified images from each tile
using the S2P pipeline. The rectified image pairs IL and IR are first processed using MC-CNN12 which extracts
a vector to describe each pixel. We use a plane sweep approach to derive the cost for different disparities and
construct a cost volume. More specifically, we set the left view IL as the reference image and translate the
right image IR by a disparity d ∈ {dmin, . . . , dmax} pixels along the epipolar line, where dmin and dmax define
the range of disparities to be considered for the specific tile and are automatically derived by S2P. This process
allows us to construct the left-referenced cost volume CL(x, y, d), which measures the dissimilarity in appearance
between the left view patch at coordinates x, y and the right view patch at coordinates x − d, y. The same
plane sweep is used with the right image IR as reference to derive CR(x, y, d). A median filter is applied on
both cost volumes to enforce local spatial consistency, and the left and right disparity maps are derived using
the conventional winner-take-all (WTA) strategy. We finally use the LAF-Net neural network architecture to
estimate the confidence map which is then used to fuse the left and right disparities into the final disparity map
D(x, y). The S2P’s triangularization process is then used to estimate the DEM from the estimated disparity
map.

2.1 Cost Volume Construction
We replace the classical SGBM block matching method with MC-CNN,12 trained on the Middlebury dataset15
at half resolution. The dataset consists of 15 stereo pairs of synthetically generated disparity maps of natural
objects. In order to reduce the effect of illumination variation across views, we center each patch by subtracting
its mean intensity. The architecture used for MC-CNN is a Siamese network consisting of two shared-weight
sub-networks joined at the head. Each sub-network takes an 11× 11 patch at the input which is processed by
5 convolutional layers with 64 filters in each layer. Both sub-networks output a 64 dimentional vector that are
compared using the cosine distance.

The resulting cost-volumes CL(x, y, d) and CR(x, y, d) are volumetric tensors that give the cost at each x, y
spatial coordinate at different disparities d. Figure 2 demonstrates the cost-profile at different spatial coordinates
x, y. Classical stereo-vision methods generally assume that the disparity d that provides the smallest cost is the
best match and therefore find the disparity using the Winner-takes-All (WTA) strategy.
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Figure 2: Comparing the cost vector at three different locations, using the raw cost volume derived using MC-
CNN and the cost volume filtered using the 5× 5 spatial median filter.

2.2 Cost Volume Filtering and Aggregation
Even though MC-CNN is a robust dissimilarity metric, the 2D cost slices contain speckle noise that can severely
affect the depth estimation process. We therefore apply a 5×5 median filter to every 2D slice in the cost volume
to suppress speckle noise and ensure local smoothness. We then apply WTA to choose the disparity for every
spatial coordinate x, y. Without loss of generality, the left disparity is obtained using

DL(x, y) = argmin
d∈{dmin,...,dmax}

CL(x, y, d). (1)

This estimate is improved to sub-pixel accuracy using quadratic interpolation

D′ = D − C(d+ 1)− C(d− 1)

2 (C(d+ 1) + C(d− 1)− 2C(d))
(2)

where, for the left disparity, D′ = D′L(x, y), D = DL(x, y), and C(d) = CL(x, y, d).

Fig. 2 shows the cost vector at three different spatial coordinates x, y before (in blue) and after (in red)
applying the median filter. The vertical black dashed line indicates the ground truth disparity while the circle
indicates the disparity estimated using WTA. Enforcing local smoothness to the cost slice provides disparities
closer to the ground truth.



Table 1: Performance analysis using two stereo images. Best performance is highlighted in bold.
S2P-
SGBM

S2P-
MCCNN

S2P-
MCCNN-
Filt

S2P-
MCCNN-
Filt-
LAFNet

Completeness 0.6685 0.6990 0.7127 0.7135
RMSE 3.2597 3.0134 2.9544 2.9555
Median Error 1.0161 0.9747 0.9538 0.9512

2.3 Disparity Selection
Even after applying the median filter on the cost slices, there are still usually two causes of errors: occlusions
and mismatches. Occlusions occurs when an object hides part of the scene in one view but not in the other. In
this case, MC-CNN will not be able to find a good correspondence. Mismatches commonly occur in textureless
regions, repeated patterns, reflective surfaces, and when there are differences between the two images because
they are taken at different times.

The LAF-Net14 network is used to generate a confidence map for each view, exploiting the associated cost
volume, disparity map and colour image. LAF-Net consist of four sub-networks, which include the confidence fea-
ture extraction network, attention inference network, scale inference network, and recursive confidence refinement
network, which we trained on the Middlebury dataset.

The final disparity is then obtained by fusing the left and right disparity maps, exploiting the corresponding
consistency maps. The disparity at x, y is considered to be reliable if |D′L(x, y)−D′R(x, y)| <= 1, in which case
the estimated disparity is obtained by computing the average between the two disparity values. Otherwise, if
the confidence of the left or right disparity is larger than an arbitrary threshold τ , then we choose the disparity
with the highest confidence. Finally, if both left and right disparity have a confidence lower than τ , we use the
average disparity from the four neighbouring pixels as our estimate.

3. RESULTS

In order to assess the performance of the proposed pipeline, we selected a subset of the well-known IARPA
challenge dataset‡. We use two WorldView-3 images acquired on 18 December 2015 on the same track. The
proposed stereo matching process was integrated within the S2P pipeline which, like most stereoscopic DEM
methods, normally uses SGBM for stereo matching. Our source code is available under an open source license§.

Table 1 compares our approach against the standard S2P pipeline. Our first contribution is the S2P-MCCNN
method, which uses MC-CNN for stereo matching, and outperforms S2P-SGBM by 3% in terms of completeness.
The addition of a median filter to smoothen the cost volume slices (S2P-MCCNN-Filt) provides an additional
gain of 1.3%. Finally, using LAF-Net to fuse the left and right disparities (S2P-MCCNN-Filt-LAFNet) results in
the best performance, outperforming S2P-SGBM by 4.5%. A visual comparison of the elevation estimated using
S2P-SGBM against our method S2P-MCCNN-Filt-LAFNet can be seen in Fig. 3. Observe how S2P-SGBM is
more noisy, while our method is closer to the ground truth. Changes in vegetation are the main source of error
in our method.

4. COMMENTS AND CONCLUSION

This work presents a first attempt to use deep stereo matching for stereoscopic DEM estimation. Given that
data is scarce and to avoid overfitting we have trained our models on synthetic images. Our deep stereo matching
was integrated within the S2P pipeline and improves on state-of-the-art performance. The results presented in
this paper demonstrate that the use of MC-CNN for stereo matching and filtering of the cost volume provide a
significant performance gain. The use of LAF-Net contributes a further small gain. Future work will focus on
‡Available online at https://www.iarpa.gov/challenges/3dchallenge.html
§Available online at https://github.com/um-dsrg/satinet



the integration of the proposed method within the CARS pipeline and on improving the cost volume filtering
process using deep learning.
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Figure 3: Qualitative comparison between S2P-SGBM and the proposed S2P-MMCCNN-Filt-LAFNet.


