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Abstract—A Multi-Objective Genetic Algorithm (MOGA) de-
signed to solve the Multi-Commodity Flow Problem (MCFP)
with the aim of improving network efficiency is presented. This
work improves on our previous MOGA, using new objectives that
better represent the routing solutions we seek. The new algorithm
increases the total network flow by 6% and 25% when compared
with a setup similar to OSPF and our previous work, respectively,
without resorting to multipath routing. Network simulations for
TCP flows show that our proposed algorithm achieves the highest
total network flow and the lowest number of unallocated flows
when compared with our previous MOGA, the OSPF-like setup,
and the optimal path-constrained Maximum-Flow Minimum-
Cost solution. The flow delay performance is similar to the other
algorithms, even though the proposed algorithm is pushing more
data onto the network.

I. INTRODUCTION

The Internet traffic generated in 2020 is predicted to triple

when compared to that generated in 2015 [1]. Motivated by

this large influx in Internet traffic, we propose a novel Multi-

Objective Genetic Algorithm (MOGA) designed to solve the

Multi-Commodity Flow Problem (MCFP) aimed at improving

network efficiency. The MCFP deals with the routing of mul-

tiple commodities, in this case network flows, each between

a specified source and destination, without exceeding any of

the network’s link capacities when considering all network

traffic [2]. In this work we target a variant of the MCFP; the

Multicommodity Maximum-Flow Minimum-Cost (MMFMC)

problem. The MMFMC formulation tries to maximise the

total network flow passing through the network at the lowest

possible cost. In this paper we use the link’s delay value as

a cost measure. The link’s delay value is defined as the time

required for data to travel through that link.

The optimal solution for the MMFMC problem can be

found using Linear Programming (LP) [3]. Routing algorithms

based on LP have undesirable limitations due to the sequential

handling of objectives. For example, in MMFMC the flow

maximisation objective takes priority over cost minimisation,

so that the highest network flow is always achieved, irrespec-

tive of the cost incurred. In computer networks, this solution

is not always ideal as it may require routing flows over

multiple paths, which severely degrades performance if the

Transmission Control Protocol (TCP) protocol is used [4].

Routing algorithms for computer networks must provide good

performance for flows using TCP as it is the most used

transport layer protocol [5]. Therefore, the routing algorithm

needs to find a compromise between the total network flow,

the cost, and the number of flows that are split over multiple

paths. Finding such a compromise using LP is very difficult.

Instead, we consider Evolutionary Algorithms (EAs), a class

of optimisers that excel at solving multi-objective problems

by mimicking nature’s evolution process.

Several works have already been developed that use EAs

to find a viable routing solution that meets the given require-

ments. El-Alfy et al. developed a Single-Objective Genetic

Algorithm (SOGA) to improve the routing cost and load

balancing between the links of the given network [6]. Later,

El-Alfy improved on this work by transitioning from a SOGA

to a MOGA that uses LP to generate the initial population [7].

The objectives in [7] are designed to minimise the routing

cost and minimise the load balancing costs. The routing cost

minimisation objective is similar to the one defined here,

while the load balancing cost objective is set to penalize

data transmission on highly loaded links. Our proposed work

differs from that in [7] as we aim to maximise the network

flow, favour transmissions on paths with low delay values and

minimise the number of paths used per flow such that the

generated routing solutions do not negatively impact flows

using the TCP protocol. In [7], paths longer than four hops

are not considered, while each flow can be transmitted on a

maximum of two paths. In our work we do not exclude paths

based on their hop count. Even though one of our objectives

is to minimise the number of paths, a flow is allowed to be

transmitted on more than two paths. Additionally, we present

network simulation results on a realistic and complex network

topology under various conditions to test the validity of the

routing solutions given by the developed MOGA. Leela et

al. [8] use a SOGA to choose a set of paths that best fit

the QoS constraints requested by a new flow. In contrast

with our work, each flow is considered independently, and

while multiple paths are considered for each flow, flows are

transmitted over a single path. Yu et al. [9] give a routing

algorithm that leverages information available at the Software

Defined Network (SDN) controller to reroute video flows that

use links at or near capacity. While both our work and [9]

use EAs for routing, the objectives and algorithm design are

dissimilar.

Other works use EAs to route traffic in wireless net-



works [10]–[12]. Wireless and wired networks are very dif-

ferent, mainly due to the wireless medium being broadcast

in nature with very different properties compared to its wired

counterpart. In this work we only consider wired networks.

The MOGA presented here is an improvement on our

earlier work [13]. We present new optimisation objectives that

allow the MOGA to find improved solutions, as evidenced by

the results. The performance and scalability of the algorithm

is tested under different network conditions, by varying the

number of flows and their data rates using a realistic network

topology and compared with the LP solution to the path-

constrained MMFMC.

The rest of this paper is organised as follows. Section II

gives a detailed explanation of the workings of the developed

algorithm. Section III explains the LP formulations the MOGA

is compared with. Section IV gives empirical results for a

realistic network topology under a range of conditions. Finally,

Section V concludes this paper and gives some insight on areas

we are currently working on.

II. MULTI-OBJECTIVE GENETIC ALGORITHM

The MOGA presented in this work is designed to generate

valid routing solutions for a given flow set F using similar

constraints to those defined by the MMFMC problem. The

work presented here improves on our previous work in [13]

by providing new objectives that align better with the routing

solutions we are after. For completeness, the full description of

the MOGA is given in this paper, including two examples to

clarify internal details. The MOGA presented in [13] used the

same objectives as the MMFMC problem, with the addition

of an objective to minimise the number of paths used. In this

work we retain the total network flow maximisation objective,

and replace the network cost and number of paths objectives.

A. Notation

Let G = (V,E) be a loop-free directed graph representing

the network topology, where V and E are the set of vertices

and edges respectively. The set V represents the terminals

and switches in the network with E representing the links

that connect them together. The capacity and cost of each

link e ∈ E is denoted by λe and γe respectively. A path

is defined as the set of links that connect a sequence of

distinct vertices from the flow’s source to the destination. Let

F = {f1, f2, . . . , fn} be the set of n flows, each defined by

a source and destination node, and let di represent the data

rate requested by flow fi. Each flow fi ∈ F is allowed to

transmit on a maximum of ki ≥ k paths, determined using a

variation of Yen’s K-Shortest Path (KSP) algorithm [14] with

the link delay value as metric. Paths with a delay equal to

the kth path are included to eliminate the arbitrary removal

of paths with the same delay as the kth path. Note that the

MOGA developed here can use any loop-free path selection

mechanism. We define Pi = {pi,1, pi,2, . . . , pi,ki
} as the set of
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Figure 1: Butterfly network used to explain the chromosome

representation of a network. Flows 1 and 2 are transmitting at

a data rate of 10 Mbps and 20 Mbps respectively. Each flow is

allowed to transmit on two paths, as shown by the green and

yellow arrows.

paths related to flow fi, where the cost of path pi,j is denoted

by φ(pi,j) and calculated using

φ(pi,j) =
∑

e∈pi,j

γe. (1)

B. Chromosome Representation

The chromosome is defined as the sequence C =
(G1, G2, . . . , Gn), where Gi = (gi,1, gi,2, . . . , gi,ki

) is the

sequence of genes related to flow fi. Each element gi,j ∈ R≥0

represents the data rate that flow fi is to transmit on path pi,j .

By way of example, for the setup of Fig. 1, where Flow 1 and

Flow 2 are transmitting at 10 Mbps and 20 Mbps respectively

and k1 = k2 = 2, then C = ((5, 5), (5, 15)).

C. Objectives

The fitness of a given routing solution is based on three

objectives: the maximisation of the total network flow, the

maximisation of the proportion of flows with minimum delay

and the minimisation of the total number of flow splits,

represented by O1, O2, and O3 respectively. As is the usual

practice, we normalise all three objectives to the range [0, 1],
to avoid a bias between the objectives.

1) Total Network Flow Objective: One of the fundamental

requirements of a routing algorithm is to maximise the total

network data rate, as this has a direct impact on the network

efficiency and flow satisfaction rate. This objective is identical

to the maximum flow portion of the MMFMC problem and

was also present in our previous work [13]. The total network

flow objective is given by:

O1 =
n
∑

i=1

ki
∑

j=1

gi,j . (2)

We normalise this objective by dividing it with the total

requested data rate across all flows,
∑n

i=1 di.



2) Proportion of Flows with Minimum Delay: Another

fundamental requirement of a routing algorithm is to favour

transmission on paths with lower delay values. In [13], we

achieved this goal by minimising the total network cost, that

is the summation of the costs of all links, where the cost

of a link is the multiplication of the link data rate with

its delay. This objective is unsuited for optimisers where

the network flow is not fixed, as the lowest cost value of

zero represents no transmission. This will steer the MOGA

towards no transmission, and is in direct conflict with the

Total Network Flow objective. We avoid this problem with

an objective that is independent of the allocated data rate

for each flow, and instead reflects the proportion of the data

transmitted on the lowest delay path. The proportion of flows

with minimum delay objective is given by:

O2 =

n
∑

i=1

Di, (3)

where

Di =

{

0 ηi = 0,
1
ηi

∑ki

j=1
gi,j

φ(pi,j)−φ(pi,min)+1 otherwise,
(4)

ηi =

ki
∑

j=1

gi,j , (5)

pi,min = min
pi,j∈Pi

pi,j . (6)

Observe that ηi is the allocated data rate for flow fi, while

pi,min is the lowest cost among the paths available to flow fi.
For flow fi, a value Di = 1 signifies that all of the allocated

data rate is transmitted over the path with the lowest delay

value, whereas a value of Di = 0 represents no transmission.

We normalise this objective by dividing by the number of

flows n.

3) Flow Splits: A final requirement of our routing algo-

rithm is to minimise the number of flow splits, where a flow

transmitted on a single path is said to have no flow splits, a

flow transmitted on two paths is said to have one flow split

etc. This is important for two reasons: first, flow splits have

a significant effect on the performance of TCP flows [13];

second, fewer paths require less entries in the routers’ network

tables, which are a limited and expensive resource. In [13],

reducing the use of multipath was achieved by minimising the

total number of paths used. This objective has been replaced

because it does not quantify the number of flows that are

split, and similar to the minimise cost objective mentioned

previously, its lowest value of zero represents no transmission.

Taking all of this into account, the new objective aims to

reduce the number of flow splits and is given by

O3 =
n
∑

i=1

ω(ψi − 1) +

∑n
i=1 (ψi − ω(ψi))

1 +
∑n

i=1(ki − 1)
(7)
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((2, 10), (1, 5), (2, 3)) ((1, 3), (7, 1), (3, 2))

?
((2, 10), (7, 1), (2, 3)) (1, 3), (1, 5), (3, 2))

Figure 2: Crossover Example where the genes related to Flow

2 are swapped to generate a new routing solution.

where

ψi =

ki
∑

j=1

ω(gi,j), (8)

ω(x) =

{

1 x > 0,

0 otherwise.
(9)

Observe that ψi represents the number of paths used by

flow fi. The first term of (7) is an integer giving the number

of flows that are being transmitted on two or more paths. This

term is a direct indication of how many flows are being split,

and serves to steer the MOGA towards minimising the number

of flows that are split. The second term of (7) is the normalised

total number of flow splits, with a value in [0, 1). This term

allows the MOGA to distinguish between solutions that have

the same number of flows that are split, by taking into account

the total number of splits. This gives the MOGA the ability

to favour solutions with lower total flow splits. We normalise

this objective by dividing by one more than the total possible

number of flow splits, 1 +
∑n

i=1(ki − 1).

D. Crossover

The crossover operator is independent of the changes done

here and remains identical to the one in [13]. The crossover

operator is tasked with generating new routing solutions by

combining two chromosomes together, and works as follows.

Two parent chromosomes, Ca and Cb, are chosen using a dom-

inance based tournament selection [15]. For every crossover

operation, the mixing ratio z ∈ U(0, 1) is chosen as a

uniformly distributed random number between 0 and 1. Each

gene sequence Gi ∈ Ca, i = 1, 2, . . . , n is swapped with

its corresponding sequence Gi ∈ Cb with probability z. We

use a random mixing ratio to allow the possibility of children

inheriting most of the genes from one parent.

Fig. 2 shows an example of a crossover operation where the

genes related to flow 2 are swapped to create two new routing

solutions.

E. Mutation

The mutation operator is also independent of the changes

done here; while it remains mostly the same as the one

in [13], one aspect of its operation has changed. Specifically,

the selection of path subsets has been randomised, as detailed

below. While the crossover operator generates new routing

solutions by combining chromosomes together, it does not

modify any flow’s data rate assignment. These modifications



are done by the mutation operator. The mutation operator

works on a single chromosome, modifying the gene sequences

related to a fraction µ of flows, chosen randomly, within that

chromosome. For every gene sequence Gi that is selected for

mutation, the mutation operation starts by selecting a subset

P̃i ⊆ Pi of paths which flow fi will be allowed to use,

using one of three methods with equal probability: a) minimise

number of paths, b) minimise cost, or c) maximise flow.

Once P̃i is chosen, the paths are considered in random order,

transmitting as much data as possible until the flow’s requested

data rate is met or all paths are used, without exceeding any

link capacity and while taking into account all of the other

allocated flows. This is in contrast to the method used in [13],

where paths in P̃i were considered in the order of increasing

cost. The method used in [13] has been updated because it

limits the range of solutions the mutation operator can generate

as the path data rate assignment mechanism always starts with

lowest cost path first. The three path selection mechanisms are

explained next.

1) Minimise Number of Paths: This method attempts to

reduce the number of paths used by a flow, by randomly choos-

ing a number of paths ν ∈ {0, 1, . . . , ki}, with probability

Pr{ν} = (ki + 1− ν)/
∑ki+1

i=1 i that diminishes linearly with

increasing ν. These ν paths are chosen uniformly at random

from Pi to form P̃i.

2) Minimise Cost: This method attempts to minimise cost

by favouring transmissions on paths with lower cost. For a

given flow fi, the probability of including path pi,j in P̃i is

given by

Pr{pi,j} = 0.95
φ(pi,min)

φ(pi,j)
(10)

In this manner, the path with the smallest cost has a 95%

chance of being chosen and included in P̃i. Paths with higher

cost have a diminishing probability of being selected, with

a linear relationship to the ratio of costs. The probability of

choosing the lowest cost link is not set to 100% so as to allow

the possibility of transmitting nothing, which constitutes the

lowest cost possible.

3) Maximise Flow: The objective of this method is to

transmit as much of the flow’s requested data rate as possible

over all available paths; thus, P̃i = Pi.

F. Generating the Initial Population

The initial population is generated in the same way as

in [13]. Each gene in the chromosome is assigned a uniformly

distributed random number within the permissible range for

that gene, as follows. For each flow fi, we first choose a

uniform random number of paths ν ∈ {1, 2, . . . , ki} to use

for that flow. These ν paths are chosen randomly from the

set Pi. For each of these chosen paths pi,j , we determine the

smallest link capacity along that path, given by

ρ(pi,j) = min
e∈pi,j

λe (11)

The corresponding gene is set to gi,j = min(ρ(pi,j), di). The

genes for paths that were not in the chosen subset are set to

zero. This initialization procedure may allocate a data rate that

is higher than requested. Such conditions need to be corrected

using the repair function, as discussed in the following section.

G. Handling Constraints

Constraint handling happens in the same way as in [13]. The

design of the chromosome, together with the use of the KSP

algorithm, already ensures that a number of constraints are

met. Two additional constraints remain, that are not implicitly

satisfied: a) a flow over-provision constraint, to ensure that

flows are not allocated more data rate than requested, and b) a

link capacity constraint, to ensure that no link is overutilised.

Chromosomes are checked for constraint violations in the

following order: first for over-provisioned flows, then for over-

capacity links. The order is important because it is pointless to

fix over-capacity links when over-provisioned flows may still

exist. Note that the flow over-provision constraint does not

need to be checked after a crossover operation as the flows’

data rate assignment is untouched.

1) Flow Over-Provision Constraint: Flow fi is said to be

over-provisioned if its allocated data rate exceeds the requested

data rate:
ki
∑

j=1

gi,j > di. (12)

For each over-provisioned flow fi, the excess removal algo-

rithm described in Section II-H is used to remove the excess

in an unbiased way from the genes in Gi.

2) Link Capacity Constraint: For every link e ∈ E in the

network, which may be used by zero or more paths pi,j , we

need to ensure that the total allocated data rate does not exceed

the link capacity. Link e exceeds its capacity if
∑

i,j:e∈pi,j

gi,j > λe. (13)

For every over capacity link, the excess removal algorithm

described in Section II-H is used to remove the excess in an

unbiased way from the genes in the set {gi,j : e ∈ pi,j}.

Since the excess removal operation affects a whole path,

links other than the one that triggered the operation may

be affected. This means that the order in which links are

considered will have an effect on the final solution obtained.

To reduce bias, links therefore must be considered and repaired

in a random order. For the same reason, the link usage values

calculated by (13) need to be recalculated after every excess

removal operation. This process is terminated when no over-

capacity links remain.

H. Excess Removal Algorithm

The excess removal algorithm is the same as in [13]. Let

G = {g1, g2, . . . , gκ} represent the set of κ genes, determined

by the flow over-provision constraint or link capacity con-

straint, from which we need to remove an excess value of

τ . That is, we want to determine an updated set of genes

G′ = {g′1, g
′
2, . . . , g

′
κ} such that 0 ≤ g′i ≤ gi, i ∈ {1, 2, . . . , κ}

and
∑κ

i=1 gi − g′i = τ . Let ǫi represent the amount to remove



from gene gi, such that g′i = gi − ǫi. We randomly determine

each ǫi with the constraints imposed by G, τ , and previously

determined ǫj , j < i:

0 ≤ ǫi ≤ gi (14)

τ −

i−1
∑

j=1

ǫj −

κ
∑

j=i+1

gj ≤ ǫi ≤ τ −

i−1
∑

j=1

ǫj (15)

Each ǫi is chosen uniformly at random within a range satisfy-

ing both constraints. To avoid introducing a bias in the genetic

algorithm, the set G is considered in a random order.

III. LINEAR PROGRAMMING

The performance of the developed MOGA is compared

against the KSP Multicommodity Maximum-Flow Minimum-

Cost (KSP-MMFMC) problem [3]. The KSP-MMFMC prob-

lem is equivalent to the MMFMC problem with the additional

constraint that flows can only travel through a given path set.

We use the same pathset with KSP-MMFMC and MOGA for

comparable results. Specifically, the KSP-MMFMC solution

represents the maximum attainable network flow under the

same constraints, allowing us to see how close the MOGA

gets to this limit.

A. KSP-MMFMC

The KSP-MMFMC problem consists of two inequalities that

are solved in succession: the maximum flow and minimum

cost formulations. We formulate the problem in terms of gi,j ,

the data rate that flow fi transmits on path pi,j ∈ Pi. The

maximum flow problem is solved first and is given by:

max
gi,j

n
∑

i=1

ki
∑

j=1

gi,j , (16)

such that

gi,j ≥ 0 ∀ i, j, (17)

ki
∑

j=i

gi,j ≤ di ∀ i, (18)

∑

i,j:e∈pi,j

gi,j ≤ λe ∀ e. (19)

Let d̂i =
∑ki

j=1 gi,j represent the data rate allocated to flow

fi by the maximum flow solution in (16). The minimum cost

solution is then formulated as:

min
gi,j

n
∑

i=1

ki
∑

j=1

gi,jφ(pi,j), (20)

such that

gi,j ≥ 0 ∀ i, j, (21)

ki
∑

j=i

gi,j = d̂i ∀ i, (22)

∑

i,j:e∈pi,j

gi,j ≤ λe ∀ e. (23)

Table I: Network Load Configuration

Network Load
Data Rate (Mbps)

Mean Std. Deviation

Low 5 0.25

High 25 2.5

Table II: MOGA parameters

Parameter Value

Population Size 800

Number of Generations 400

Crossover Probability 0.9

Mutation Probability 0.2

µ 0.1

k 5

Constraints (17) and (21) make sure that no negative data

rate is assigned. Constraint (18) makes sure that no flow is

allocated more data rate than what it requested, and (22) guar-

antees that the minimum cost solution allocates the same data

rate as the maximum flow solution. Finally, constraints (19)

and (23) guarantee that no link is used beyond its capacity.

In Section II, we stated that the network cost objective is

not suited for use in a multi-objective solver because its lowest

value of 0 represents no transmission. This problem does

not present itself when solving the minimise cost portion of

KSP-MMFMC problem described above because each flow’s

transmission data rate is fixed by the solution of (16).

IV. RESULTS

A. Setup

Experimental results are given for the network topology

used in [13]. Three network loads are considered in this work:

Low, Medium and Heavy load. With the exception of the heavy

load scenario, the number of flows ranges from 50 to 300 in

steps of 50. The heavy load scenario is restricted to 150 flows

because increasing this number exceeds the network capacity,

resulting in numerous unassigned flows by the LP based

routing solutions. The flow data rates for the low and high

load setup are given in Table I, representing High Definition

(HD) and Ultra High Definition (UHD) video transmission

respectively. The medium load setup has an equal number of

flows having a low and high load profile. In all cases, each

flow’s source and destination nodes are randomly selected with

a probability of selection that is directly proportional to the

node’s total outgoing or incoming capacity respectively. For

any given flow, identical source and destination nodes are

not allowed. To facilitate reproduction of the results shown

here, the flow sets used are available from the second author’s

website1.

The MOGA implementation uses the Distributed Evolution-

ary Algorithms in Python (DEAP) framework v1.0.1-4 [16]

and the NSGA-II algorithm [17]. The MOGA parameters used

to generate the results presented in this work are given in

Table II. The solution to the LP formulation described in

1Available at https://jabriffa.wordpress.com/publications/data-sets/
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Figure 3: Average Euclidean distance between successive

Pareto fronts for MOGA-I and MOGA-II, for the High Load,

150 Flows scenario.

Section III is found using the GNU Linear Programming Kit

(GLPK) [18] library via the LEMON [19] library interface,

modified to use the glp_exact function to solve the LP

problems using exact precision. This modification is necessary

to avoid numerical accuracy issues. The implementation of

the modified Yen’s KSP algorithm is based on the algorithm

developed by Irek Szcześniak [20]. Network simulations are

carried out using the same setup as [13].

In the following results, we refer to the algorithm presented

in [13] as MOGA-I, the algorithm developed here as MOGA-II

and the solution to the KSP-MMFMC problem as KSP-LP.

B. MOGA Parameter Choice

In our experiments we have observed that both MOGA-I

and MOGA-II tend to stabilise after about 200 generations, so

we set the limit at 400 generations. We can visualise this by

looking at the average Euclidean distance between successive

Pareto fronts, as shown in Fig. 3 for the high load, 150 flows

scenario. The average Euclidean distance MA,B between the

set of solutions on the Pareto front in generations A and B,

respectively SA and SB , is calculated as follows

MA,B =
1

|SA|

∑

a∈SA

min
b∈SB

d(a, b), (24)

where d(a, b) is the Euclidean distance between a and b,
and a, b are triples of the normalised objectives for the

algorithm used. The mutation probability and mutation fraction

µ values were chosen such that the change between suc-

cessive generations is small enough to result in incremental

improvement, while large enough to avoid the need for a large

number of generations. The chosen crossover probability is a

typical value [17] and was found to work well in our setup.

The population size was selected by observing the area of

the Pareto front and the ratio between non-dominated and
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Figure 4: Plot illustrating the maximum Total Network Flow

achieved by the four routing algorithms mentioned in this work

as the number of flows and network load varies. The solid line

for each network load represents the requested Total Network

Flow.

dominated solutions at every generation. A more systematic

analysis of the population size is part of our ongoing research.

C. Performance Analysis

The KSP-LP-1 results are generated by solving the

KSP-MMFMC problem with k = 1, where if multiple paths

with the same minimum cost exist, one is selected at random.

The KSP-LP-1 results therefore represent the performance

limit when using the Open Shortest Path First (OSPF) [21]

routing algorithm, which routes all flows between a given

source and destination pair over the shortest path.

The maximum Total Network Flow reached by the four

different routing solutions considered here is shown in Fig. 4

together with the requested Total Network Flow. It can be

seen that both MOGA-I and MOGA-II found solutions with

the same Total Network Flow as the KSP-LP solution for the

low network load scenario. As the network load and number of

flows increase, the Total Network Flow obtained by MOGA-II

follows closely that reached by KSP-LP (within 4%).

Fig. 5 shows orthogonal projections of the Pareto front

generated by MOGA-I and MOGA-II for the high load, 150

flows setup, together with the LP solutions. From the KSP-LP

solution in Fig. 5a it can be seen that multipath routing is

necessary to approach the flows’ demands under high network

load conditions. This can also be observed from Fig. 4, where

the single path KSP-LP-1 solution fails to reach the same level

of Total Network Flow as its multipath counterparts. Using

Fig. 5, we observe that all MOGA-I solutions are dominated

by MOGA-II solutions. These results are typical for all the

scenarios considered in this work. Note that the proportion of

flows with minimum delay objective value is not equal to its

maximum under the KSP-LP-1 scenario because some flows

are allocated zero data rate.
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Figure 5: Orthogonal projections of the Pareto fronts for high network load with 150 flows, together with the LP solutions.

The red circles mark the MOGA-I and MOGA-II solutions with the maximum Total Network Flow at zero Flow Splits.

From Fig. 5b it can be seen that while MOGA-II does not

reach the Total Network Flow obtained by KSP-LP, it achieves

a better Proportion of Flows with Minimum Delay. This means

that the MOGA-II solutions are transmitting more of the

allocated data on lower delay paths than the KSP-LP solution.

Observe that the KSP-LP solution is in fact an extremum on

the Pareto front.

One of the advantages that a multi-objective solver has

over an LP based solution is that it returns multiple valid

solutions. We can see from the results of Fig. 5a that both

MOGA-I and MOGA-II return solutions with and without

the use of multipath. It is interesting to note that MOGA-II

offers a 6% increase in Total Network Flow for a single-path

solution, when compared to KSP-LP-1, and a Total Network

Flow increase of 25% when compared with MOGA-I.

We next simulate the routing solutions provided by each

algorithm. The cumulative distribution of the flows’ received

throughput is shown in Fig. 6. We can see that MOGA-II

is distributing the available network capacity over a larger

number of flows. Specifically, while MOGA-II has a smaller

number of flows reaching 20 Mbps or more, it results in a

much larger number of flows that receive at least 10 Mbps.

Furthermore, MOGA-II has the lowest number of unallocated

flows (10%) when compared to the other algorithms (30–

42%). This is because the Proportion of Flows with Minimum

Delay objective in MOGA-II penalises solutions where a

flow is not transmitting anything, as opposed to the Network

Cost minimisation objective in MOGA-I where solutions with

unallocated flows are rewarded, as explained earlier. The

negative performance impact of TCP when using multipath

can be also seen from Fig. 6 where even though the KSP-LP

routing algorithm is allocating much higher throughput than

the KSP-LP-1 algorithm (Fig. 5a), the simulated performance

of the KSP-LP-1 algorithm is marginally better than that given
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Figure 6: Probability that a flow achieves at least a given

average Received Throughput in Mbps, in simulation. The

actual total network flow achieved by each algorithm is shown

in parentheses.

by KSP-LP. Fig. 7 shows the cumulative distribution of the

flow’s average delay. Note that none of the algorithms reach a

probability of one because in all instances there are flows that

are allocated a zero data rate. For delay values smaller than

40 ms, MOGA-II has very similar performance to the other

algorithms. This means that delay is not compromised by the

increase in actual total network flow. Additionally, MOGA-II

shows a very significant advantage above 40 ms, due to the

significantly smaller number of flows that are allocated a zero

data rate.
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Figure 7: Probability that a flow experiences at most a given

average delay, in simulation.

V. CONCLUSION

We present an EA to determine network routing, increasing

network efficiency. The designed MOGA improves on our

previous work in [13] with new orthogonal objectives that

offer a more accurate representation of the routing solution

we are after. Thanks to these new objectives, the updated

MOGA outperforms our previous work under all conditions

tested. We also compare results with the solution to the

KSP-MMFMC problem that represents the highest attainable

network flow using the same path set used by the MOGA. The

MOGA is also compared with a variant of the KSP-MMFMC

problem with k = 1, which gives the performance limit of

the OSPF routing protocol. In terms of total network flow,

the proposed MOGA tracks the KSP-MMFMC solution within

4%. In comparison with the KSP-MMFMC with k = 1 and

our previous work, the proposed algorithm increases total

network flow by 6% and 25% respectively, without resorting

to multipath, under the high network load setup with 150

flows. Avoiding multipath solutions is important with TCP

traffic, as TCP is unable to handle multipath efficiently. This

is confirmed by simulation results, where the performance

of the KSP-MMFMC with k = 1 is slightly better than the

KSP-MMFMC even though KSP-MMFMC allocated a much

higher total network flow. It is also shown that the proposed

algorithm spreads the available network capacity over a larger

number of flows, resulting in the highest the number of flows

that receive at least 10 Mbps and the lowest rate of unallocated

flows. This increase in the total network load did not jeopardise

the flow’s average delay values.

Planned improvements include a dynamic population mech-

anism and an automatic termination mechanism. These addi-

tions do not have a direct impact on the quality of the solutions,

but will improve its efficiency and scalability under different

network conditions and topologies. We are also working on

solution selection mechanisms, to automatically obtain a good

compromise between the Total Network Flow, the Proportion

of Flows with Minimum Delay and the number of Flow Splits.
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