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Abstract—The centralisation of the control plane in the Soft-
ware Defined Network (SDN) architecture allows the imple-
mentation of a globally optimised multipath routing algorithm,
something that is not possible in traditional distributed networks.
In our previous work, we have already shown a performance
improvement made possible by SDN when using Linear Pro-
gramming (LP) to find the optimal routing solution as compared
to OSPF and ECMP. However, while multipath routing may
be required to utilise a network to its maximum capacity, this
may cause packet re-ordering, which negatively affects TCP
performance. To overcome this limitation and improve TCP
performance at a flow level, in this work we replace the LP
routing algorithm with a multi-objective genetic algorithm to
solve the Multi Commodity Flow problem. This also resolves the
scalability problem in LP, and additionally allows us to choose
good solutions that offer the smallest number of flow splits whilst
maintaining a good compromise in terms of the total network
flow and the total cost of the selected paths. While the chosen
solution may not offer the best overall network usage, it improves
performance at the flow level because the packet reordering
problem is reduced.

I. INTRODUCTION

It is predicted that by 2020 the global IP traffic will triple
when compared to 2015, with the majority (82%) of the traffic
taken up by video transmissions [1]. The current, distributed
network architecture will struggle to handle this huge influx of
data efficiently [2]. The need for a more robust and efficient
network architecture led to the development of the Software
Defined Network (SDN) architecture, with the main selling
point of SDN being the control plane’s centralisation. This
centralisation gives a single entity, the network controller,
access to an up-to-date view of the network topology and flows
currently traversing the network.

The information available at the network controller has
been used in our previous work [3] to create a globally opti-
mal multipath routing algorithm, improving a flow’s received
throughput by up to 90% compared to Open Shortest Path First
(OSPF) and Equal Cost Multipath Routing (ECMP). As is well
known [4], [5], TCP performance is severely degraded when
a flow is split over multiple paths. This work is a continuation
of [3] that improves the performance of TCP by using an
evolutionary routing algorithm instead of one based on Linear
Programming (LP). We move away from LP because of its
inability to solve a multi-objective optimisation problem. As
we show in this paper, the ability to choose a routing solution

to fit the given scenario allows us to outperform the solution
given by LP on simulated traffic.

Of course, this is not the first time that evolutionary tech-
niques have been applied to the routing problem. A Genetic
Algorithm (GA) was developed in [6], optimising for mini-
mum routing cost and load balancing between the links, with
the two objectives merged into one using a weighted sum. The
single objective GA was upgraded to a hybrid Multi-Objective
Genetic Algorithm (MOGA) in [7] where LP is used to
generate the initial population. While both [6], [7] use an evo-
lutionary algorithm, the similarity with our work ends there,
as our proposed methodology and optimisation objectives are
completely different. Additionally, the work in [7] does not
address the implementation of the routing solution obtained on
a real network, and therefore no network performance results
were presented. Furthermore, in [7] the network topology is
simpler than the one used here, and each flow is constrained
to transmit on a maximum of two paths. The work in [8] uses
an evolutionary algorithm to determine routing for a Wireless
Sensor Network while optimising energy usage and latency.
Due to the difference in network architecture, our work uses
a completely different routing algorithm design, and we also
provide simulated network results in order to demonstrate the
performance of the proposed algorithm. Other evolutionary
routing algorithms for wireless networks include [9], [10], but
the results are restricted to a single source destination pair.

The main contributions of this work are the development
of a novel evolutionary multipath routing algorithm and the
methodology for selecting solutions from the Pareto front, pro-
viding better performance than the minimum cost maximum
flow [11] LP solution on TCP traffic.

The rest of this paper is organised as follows. Section II
gives a detailed description of the proposed evolutionary al-
gorithm. Section III gives the LP formulation for the minimum
cost maximum flow problem used for comparison. Section IV
presents the simulation setup and results. Section V concludes
this publication and highlights areas of future work.

II. MULTI-OBJECTIVE GENETIC ALGORITHM

The MOGA described in this section is designed to solve
the Multi-Commodity Flow (MCF) problem [12]. The MCF
problem is an optimisation problem that determines the set of
path(s) and data rate transmission a flow must take to reach its



destination. The solution needs to take into consideration all of
the other flows traversing the network and must ensure that no
link is used beyond its capacity. The MOGA described here
attempts to solve the MCF problem using three objectives:
maximisation of the total network flow, minimisation of the
total network cost, and minimisation of the total number of
paths used. The flow maximisation objective is set to satisfy
as much of the requested flow allocation as possible. The
cost minimisation objective routes flows over the paths with
minimum cost, while the path minimisation objective aims
to reduce the number of paths being used. The number of
paths objective is important because it will limit the impact
of multipath on TCP and reduce the size of the routing tables
on the switches. In this work, we define the cost of a link as
the link’s delay value.

Let G = (V,E) be a directed graph representing the network
topology, where V and E are the set of vertices and edges
respectively. V represents the set of terminals and switches
in the network, while E represents the links that interconnect
them. Let �u,v and �u,v represent the capacity and cost of
link (u, v) 2 E respectively, where u, v 2 V define the source
and sink respectively. Let F = {f1, f2, . . . , fn} be the set of n
flows, each defined by a source and destination node, and let di
represent the data rate requested by flow fi. We can define the
chromosome as the sequence C = (G1, G2, . . . , Gn), where
Gi = (gi,1, gi,2, . . . , gi,k) is the sequence of genes related
to flow fi, and each gene gi,j 2 R�0 denotes the amount
of data flow fi can transmit over path pi,j . To contain the
complexity of the problem, each flow is allocated up to k
paths, determined using a k-Shortest Path (KSP) algorithm
with the link cost set as the distance metric. We define Pi =
{pi,1, pi,2, . . . , pi,k} as the set of paths related to flow fi.

A. Crossover Operator

The crossover operator used here is a uniform crossover
variant, where gene sequences related to any given flow are
kept together, and where the mixing ratio itself is uniformly
random. We start by selecting the parent chromosomes Ca

and Cb using a dominance based tournament selection [13].
For every crossover operation, the mixing ratio z 2 U(0, 1) is
chosen as a uniformly distributed random number between
0 and 1. Each gene sequence Gi 2 Ca, i = 1, 2, . . . , n
is swapped with its corresponding sequence Gi 2 Cb with
probability z. We use a random mixing ratio to allow the
possibility of children inheriting most of the genes from one
parent.

B. Mutation Operator

The crossover operator described above will generate new
routing solutions by mixing the routing of different flows, but
will not modify any flow’s routing. These modifications are left
to the mutation operator. The mutation operator works on a
single chromosome, modifying the gene sequences related to a
fraction µ of flows, chosen randomly, within that chromosome.
For every gene sequence Gi that is selected for mutation,
we first determine a subset P̃i ✓ Pi of paths which flow

fi will be allowed to use, using one of three methods with
equal probability: a) minimise number of paths, b) minimise
cost, or c) maximise flow. Once P̃i is chosen, the data rate
through each path is allocated so as to transmit as much of the
requested data rate di as possible, at the least cost, and without
exceeding any link capacity while taking into account all of
the other allocated flows. The three path selection methods are
explained next.

1) Minimise Number of Paths: This method attempts to
reduce the number of paths used by a flow, by randomly
choosing a number of paths ⌫ 2 {0, 1, . . . , k}, with probability
Pr{⌫} = (k + 1 � ⌫)/

Pk+1
i=1 i that diminishes linearly with

increasing ⌫. These ⌫ paths are chosen uniformly at random
from Pi to form P̃i.

2) Minimise Cost: This method attempts to minimise cost
by favouring paths with lower cost. For flow fi, the probability
of path pi,j being chosen and included in P̃i is given by:

Pr{pi,j} = 0.95
minj0 �(pi,j0)

�(pi,j)
(1)

where �(p) is the cost of path p, given by

�(p) =
X

(u,v)2p

�u,v . (2)

In this manner, the path with the smallest cost has a 95%
chance of being chosen and included in P̃i. Paths with higher
cost have a diminishing probability of being selected, with
a linear relationship to the ratio of costs. The probability of
choosing the lowest cost link is not set to 100% so as to allow
the possibility of transmitting nothing, which constitutes the
lowest cost possible.

3) Maximise Flow: The objective of this method is to
transmit as much of the requested data rate as possible over
all available paths; that is, P̃i = Pi.

C. Chromosome Fitness Evaluation

The chromosome’s fitness is given by the tuple (Total
Network Flow, Total Network Cost, Total Number of Paths),
where the individual metrics are given by

Total Network Flow =
nX

i=1

kX

j=1

gi,j (3)

Total Network Cost =
nX

i=1

kX

j=1

gi,j�(pi,j) (4)

Total Number of Paths =
nX

i=1

kX

j=1

!(gi,j) (5)

and

!(g) =

(
1 g > 0,

0 otherwise.



D. Initial Population Generation

Each gene in the chromosome is assigned a uniformly
distributed random number within the permissible range for
that gene, as follows. For each flow fi, we first choose a
uniform random number of paths ⌫ 2 {1, 2, . . . , k} to use
for that flow. These ⌫ paths are chosen randomly from the
set Pi. For each of these chosen paths pi,j , we determine the
smallest link capacity along that path, given by

⇢(pi,j) = min
(u,v)2pi,j

�u,v . (6)

The corresponding gene is set to gi,j = min(⇢(pi,j), di). The
genes for paths that were not in the chosen subset are set to
zero.

Note that this initialization may assign a total transmission
rate across all paths for a flow that is higher than what is
required for that flow. Such conditions need to be corrected
using the repair function, as discussed in the following section.

E. Constraint Handling

It is necessary to check chromosomes for constraint vio-
lations, with repairs carried out as needed, after the initial
population generation, and also after each crossover and
mutation operation. The chromosome design already ensures
a number of constraints are automatically met. Two further
constraints are necessary: a) a flow over-provision constraint,
to ensure that flows are not allocated more data rate than
what they requested, and b) a link capacity constraint, to
ensure that no link is overutilised. A chromosome is analysed
for any constraint violation in the following order. First, the
chromosome is analysed to determine which flows, if any,
break the flow over-provision constraint. The gene sequences
corresponding to any such flows are repaired as necessary.
Next, the chromosome is inspected for any over-provisioned
links, and the chromosome repaired accordingly. Flows are
repaired before links because it is futile to fix over capacity
links when the possibility of flows being assigned more than
what they requested still exists.

1) Flow Over-Provision Constraint: Flow fi is considered
to be over-provisioned if its allocated data rate is greater than
the requested data rate:

kX

j=1

gi,j > di. (7)

For each over-provisioned flow fi, the excess removal algo-
rithm described in Section II-F is used to remove the excess
in an unbiased way from the genes in Gi.

2) Link Capacity Constraint: For every link (u, v) 2 E in
the network, which may be used by zero or more paths pi,j ,
we need to ensure that the total allocated data rate does not
exceed the link capacity. Link (u, v) exceeds its capacity if

X

pi,j :(u,v)2pi,j

gi,j > �u,v . (8)

For every over capacity link, the excess removal algorithm
described in Section II-F is used to remove the excess in an
unbiased way from the genes in the set {gi,j : (u, v) 2 pi,j}.

Since the excess removal operation affects a whole path,
other links will have their usage reduced, not only the one
that was found to be over capacity. This means that the
order in which links are considered will have an effect on
the final solution obtained. To reduce bias, links therefore
must be considered and repaired in a random order. For the
same reason, the link usage values calculated by (8) need to
be recalculated after every excess removal. This process is
terminated when all links are considered.

F. Excess Removal

Let G = {g1, g2, . . . , g} represent the set of  genes, deter-
mined by the flow over-provision constraint or link capacity
constraint, from which we need to remove an excess value
of ⌧ . That is, we want to determine an updated set of genes
G0 = {g01, g02, . . . , g0} such that 0  g0i  gi, i 2 {1, 2, . . . ,}
and

P
i=1 gi � g0i = ⌧ . Let ✏i represent the amount to remove

from gene gi, such that g0i = gi � ✏i. We randomly determine
each ✏i with the constraints imposed by G, ⌧ , and previously
determined ✏j , j < i:

0  ✏i  gi (9)

⌧ �
i�1X

j=1

✏j �
X

j=i+1

gj  ✏i  ⌧ �
i�1X

j=1

✏j (10)

Each ✏i is chosen uniformly at random within a range satisfy-
ing both constraints. To avoid introducing a bias in the genetic
algorithm, the set G is considered in a random order.

III. LINEAR PROGRAMMING

As an alternative to MOGA, and for comparison with it, we
also adapt our LP algorithm from [3], following the approach
in [11], for use under conditions where there is no solution
for the requested data rates for all flows on the given network.
We implement a two-stage minimum cost maximum flow LP
algorithm, where we first determine a (possibly reduced) data
rate for each flow that is within network capacity, then we
determine a routing for these updated flows that minimises
the overall cost.

Let the decision variable riu,v represent the data rate corre-
sponding to flow fi transmitted over link (u, v) 2 E. The total
allocated data rate corresponding to flow fi is represented by
d̂i, while s and t represent the flow’s source and destination
vertices respectively. Let S 2 E represent all the incoming
links to node s and T 2 E represent all the outgoing links
from node t. Using these definitions, the maximum flow LP
routing problem can be written as

max
riu,v

nX

i=1

X

(u,v)2E

riu,v , (11)



such that
nX

i=1

riu,v  �u,v, 8 (u, v) 2 E, (12)

riu,v � 0, 8 (u, v) 2 E, i 2 {1, 2, . . . , n}, (13)
X

(u,v)2T

riu,v = 0, (14)

X

(u,v)2S

riu,v = 0, (15)

X

v:(u,v)2E

riu,v �
X

v:(v,u)2E

riv,u =

8
><

>:

d̂i u = s

�d̂i u = t

0 otherwise
8 i, u,

(16)

0  d̂i  di (17)

After solving the maximum flow problem, the updated flows
data rates are used to determine a minimum cost solution using

min
riu,v

nX

i=1

X

(u,v)2E

�u,vr
i
u,v , (18)

such that
nX

i=1

riu,v  �u,v, 8 (u, v) 2 E, (19)

riu,v � 0, 8 (u, v) 2 E, i 2 {1, 2, . . . , n}, (20)

X

v:(u,v)2E

riu,v �
X

v:(v,u)2E

riv,u =

8
><

>:

d̂i u = s

�d̂i u = t

0 otherwise
8 i, u.

(21)

Note that the solutions given by both (11) and (18) imply
0  riu,v  di.

IV. RESULTS

A. Simulation Setup
Simulations are based on the 2017 GÉANT network topol-

ogy shown in Fig. 1 with some modifications, as follows. The
link capacities have been modified such that the red, light blue,
and dark blue links now have a data rate of 30 Mbps, 60 Mbps,
and 120 Mbps respectively. These data rates are chosen to
allow us to simulate conditions that require multipath routes
with a reasonable number of flows. In [3] all links had a delay
attribute set to 1 ms. To have a more realistic network model, in
this work we set the link delay attribute in proportion to the
geographical distance between the cities where the GÉANT
Points of Presence (as specified in [15]) corresponding to the
two nodes are located. Appendix A contains the delay values
for each link where the link with the smallest distance is
set to have a delay of 1 ms. We simulate two scenarios, one
with the network lightly loaded, and one with the network
heavily loaded. In each case we simulate n = 50 flows, each
with a requested data rate that is normally-distributed, with
parameters dependent on the network scenario. Under a light

TABLE I
MOGA PARAMETERS

Parameter Value

Crossover Probability 0.9
Mutation Probability 0.2
µ 0.1
k 5
Population Size 200
Number of Generations 200

load, the data rate distribution has a mean of 5 Mbps and a
standard deviation of 0.25 Mbps. When the network is heavily
loaded, the data rate distribution has a mean of 25 Mbps with a
standard deviation of 2.5 Mbps. In all cases, each flow’s source
and destination nodes are randomly selected with a probability
of selection that is directly proportional to the node’s total
outgoing / incoming capacity. To facilitate reproduction of
results, the flow set used to generate these results are available
from the second author’s website1.

The MOGA described in Section II uses the NSGA-II [13]
and the DEAP framework [16]. The parameters used to gen-
erate the results presented in this section are given in Table I.
The KSP algorithm developed by Irek Szcześniak [17] is used
to find the k shortest paths.

The minimum cost maximum flow LP formulas given in
Section III are solved using the GNU Linear Programming Kit
(GLPK) [18] solver via the LEMON [19] library interface.

Network simulations are carried out using the Network
Simulator version 3.26 (ns-3) [20] and the custom switch
developed in [3]. The network simulation results are compiled
using the ns3 FlowMonitor module [21]. Flows are transmitted
at a Constant Bit Rate (CBR) using the TCP protocol and
ns-3’s OnOff application. A packet size of 590 bytes including
headers is used in conjunction with the TCP NewReno con-
gestion control mechanism. In all scenarios, the routing tables
are populated before packet transmission starts, eliminating
the routing protocol overhead, and simulations last for 120
simulation time seconds.

Each flow transmits at the data rate allocated by the rout-
ing algorithm, which may be lower than what it originally
requested. This data rate management is made possible by
SDN, which permits communication between the central con-
troller and the terminals [2], [22]. Since neither OSPF nor
ECMP are capable of data rate management, when using
these algorithms each flow transmits at the requested data rate.
The routing tables used to obtain the OSPF results are gen-
erated using the Ipv4GlobalRoutingHelper function
PopulateRoutingTables(), while the ECMP results are
generated by enabling the FlowEcmpRouting flag in the
Ipv4GlobalRouting class. The patch given in [23] is
required to enable this functionality. For both LP and MOGA
simulations the acknowledgements are routed over the path
with the least cost.

1Available at https://jabriffa.wordpress.com/publications/data-sets/



Fig. 1. 2017 GÉANT network topology, adapted from [14]. Copyright 2017 GÉANT, all rights reserved. Used with permission.

B. Simulation Results

One of the main advantages of MOGA when compared
to LP is the availability of multiple non-dominated solutions,
referred to as the Pareto front. Choosing a point on the Pareto
front is a compromise between objectives. In this work, two
points on the Pareto front are chosen: a) the Maximum Flow
point, which is the solution with the highest network flow,
equivalent to the LP solution, and b) the Minimum Flow Splits
solution, which is the point with the highest number of flows
allocated a single path; ties are resolved by choosing the
solution with the highest number of flows allocated 2, . . . , k
paths, and finally the maximum flow. The Minimum Flow
Splits selection is meant for use with TCP, which is well known
to suffer from performance degradation when used over a
multipath solution, due to out of order packets. The possibility
of choosing from a set of solutions based on criteria that may
not be explicitly listed in the constraints or objectives is one
of the benefits of MOGA. This is not possible with LP as only
a single solution that meets the objective and constraints set is
output. To illustrate this, the Pareto front for the high network

load scenario, including the Maximum Flow and Minimum
Flow Splits solutions, is shown in Fig. 2, together with the
LP solution.

In Fig. 3 we compare the cumulative distribution of the
data rates assigned by the different routing algorithms as a
percentage of the requested data rate, under high network load.
Results for the light network load scenario are omitted as all
of the algorithms met the requested data rate for all flows.
From this graph it can be seen that the Minimum Flow Splits
is compromising the total network flow in order to choose
a solution with a smaller number of flow splits. It is also
worth noting that, unlike the LP algorithm, the Maximum Flow
solution did not allocate the requested data rate for all flows;
however, it came very close, as can be seen from Fig. 2. This
is not surprising, as the MOGA cannot guarantee finding the
optimal solution.

The advantage of using the MOGA becomes apparent when
looking at the simulation results in Fig. 4, which shows the
distribution of the flows’ received throughput as a percentage
of the requested data rate. It can be seen that the Minimum



Fig. 2. The Pareto Front for the high network load scenario, including the
Maximum Flow and Minimum Flow Splits solutions, together with the LP
solution.

Fig. 3. Cumulative distribution of the data rates assigned by different routing
algorithms as a percentage of the requested data rate, under high network
load. The labels MOGA-MF and MOGA-MFS refer to the Maximum Flow
and Minimum Flow Splits solutions respectively.

Fig. 4. Box plot showing the distribution of the received throughput as a
percentage of the requested data rate. The labels MOGA-MF and MOGA-MFS
refer to the Maximum Flow and Minimum Flow Splits solutions respectively.

Flow Splits solution provided the best overall performance
under the heavy network load scenario, with the LP and
Maximum Flow solutions trailing behind. As expected, the
MOGA and LP generated solutions perform better than OSPF
and ECMP, which lack access to the network information
provided by SDN. A thorough analysis of OSPF and ECMP
performance can be found in [3].

V. CONCLUSION

In this work we have presented a novel routing algorithm,
based on a multi-objective genetic algorithm, that makes use
of the information available at the SDN network controller
to increase overall network utilisation. The performance of
our proposed algorithm is compared with a minimum cost
maximum flow LP solution as well as OSPF and ECMP. Our
method outperforms alternative routing algorithms in terms of
the overall network performance for TCP traffic on a highly
loaded network. To facilitate replication of results and further
work, we thoroughly detail our approach and make all genetic
algorithm parameters available.

In our ongoing work we are looking at dynamically setting
the genetic algorithm parameters based on the size of the
routing problem considered, including the network topology,
number of flows, and the number of paths each flow is
allowed to transmit on. Currently the set of allowed paths
are chosen using a KSP algorithm, with a fixed value of k.
This approach can be improved by dynamically choosing the
number of paths allowed for each flow, depending on the flow’s
requirements and the cost difference between available paths.
For example, if a flow requires less than 10 ms delay, paths
with a higher delay value may be automatically discarded. This
would reduce the search space and improve convergence time.
Due to the evolutionary nature of the proposed algorithm, the
developed algorithm may be adapted to function in a dynamic
environment where a non-static flow set is considered.



TABLE II
NETWORK LINK DELAYS

Node 1 Node 2 Delay (ms)

IS UK 34.4
IS DK 38.3
IE UK 8.5
IS UK 34.4
UK PT 28.9
UK IL 64.9
UK CY 58.7
UK BE 5.8
UK FR (upper) 6.3
PT ES 9.2
ES FR (upper) 19.2
ES FR (lower) 14.9
FR (upper) CH 7.5
NL DK 11.3
NL DE (upper) 6.7
NL LU 5.4
NL BE 3.2
LU DE (lower) 3.4
FR (lower) CH 6.0
FR (lower) IT 7.1
NO DK 8.8
NO SE 7.6
DK SE 9.5
DK DE (upper) 5.3
SE FI 7.2
CH DE (lower) 8.6
CH IT 4.6
DE (lower) DE (upper) 7.2
DE (lower) PL 11.4
DE (lower) CY 47.3
DE (lower) CZ 7.5
DE (lower) HU 14.8
DE (lower) AT 10.9
DE (lower) TR 34.1
DE (lower) IL 53.6
DE (upper) EE 20.3
IT AT 11.4
IT MT 21.0
IT GR 26.7
CZ PL 5.7
CZ HU 8.1
AT GR 23.4
AT SK 1.0
AT RO 15.6
AT HU 3.9
AT BG 14.9
AT HR 4.9
AT SI 5.1
SI HR 2.1
HR HU 5.5
SK HU 2.9
ME HU 10.3
HU RO 11.7
HU BG 11.5
HU TR 19.5
HU RS 5.8
PL LT 9.8
PL BY 13.3
PL UA 17.6
EE LV 5.1
LV LT 4.2
MK BG 3.2
BG RO 5.4
RO MD 6.5

APPENDIX

A. Link Delays
The link delay values for the topology shown in Fig. 1 are

tabulated in Table II. Note that the links used in this work are
symmetrical, so that the delay is independent of the direction
of flow.
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