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Abstract. Passive forensics is increasing in significance due to the availability of various software tools that can
be used to alter original content without visible traces, and the increasing public awareness of such tampering. Many
passive image tamper detection techniques have been proposed in the literature, some of which use feature extraction
methods for tamper detection and localization. In this work we propose a flexible methodology for detecting cloning
in images, based on the use of feature detectors. We determine whether a particular match is the result of a cloning
event by clustering the matches using k-means clustering and using a Support Vector Machine (SVM) to classify the
clusters. This descriptor-agnostic approach allows us to combine the results of multiple feature descriptors, increasing
the potential number of keypoints in the cloned region. Results using Maximally Stable Extremal Regions (MSER)
features, Speeded Up Robust Features (SURF) and Scale-Invariant Feature Transform (SIFT) show a very significant
improvement on the state of the art, particularly when different descriptors are combined. A statistical filtering step
is also proposed, increasing the homogeneity of the clusters and thereby improving results. Finally, our methodology
uses an adaptive technique for selecting the optimal k value for each image independently, allowing our method to
work well when there are multiple cloned regions. We also show that our methodology works well when the training
and testing datasets are mismatched.
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1 Introduction

Image content can be altered easily without leaving any visible traces. This has led to the devel-

opment of image forensic techniques for finding clues within an image to help determine whether

the image is original or tampered. Image forensic tools can be classified into one of two main

categories: active and passive. Active techniques require the presence of authentication data, em-

bedded in the image during the acquisition process. Passive techniques, on the other hand, rely only

on the image content for tamper detection. Passive tamper detection techniques can be divided fur-

ther into the following categories: a) pixel-based techniques, which look for inconsistencies at the

pixel level,1–3 b) format-based techniques, which are generally based on correlations introduced

by lossy compression schemes,4, 5 c) camera-based techniques, which focus on artifacts introduced
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by any of the camera components (i.e. lens, sensor, or in-camera processing),6–8 d) physics-based

techniques, which aim to detect anomalies between physical objects, light, and the camera,9, 10

and e) geometric-based techniques, which measure objects and their positions relative to the cam-

era.11, 12

In this work we focus on cloning detection in digital images using pixel-based tamper detection

techniques, because they are very general and need no human intervention. In contrast, techniques

based on geometry, lighting, and shadow analysis need human intervention to select the regions of

interest, so they cannot be applied in bulk to a set of images.13 Many algorithms based on feature

detection and extraction have been presented for cloning detection. Feature detectors are either

keypoint-based or block-based. Keypoint-based detectors extract keypoint features from a whole

image, where block-based detectors extract features from image blocks. Christlein et al. compare

the performance of keypoint-based and block-based detectors.14 Experiments were performed to

measure both image-level and pixel-level performance. Results show that keypoint-based detectors

such as SURF and SIFT perform really well in terms of forgery detection in addition to having very

low computational cost. Block-based detectors, on the other hand, have a higher computational

cost, but they can improve results when the image contains low contrast regions. We start by

reviewing recent tamper detection techniques, focusing on techniques that are most related to ours,

using feature extraction, clustering, or machine learning for tamper detection. We also highlight

differences between our technique and existing methods.

A recent key paper is the technique by Amerini et al., which is based on extracting Scale-

Invariant Feature Transform (SIFT) features, and comparing them to determine matching regions.15

Agglomerative hierarchical clustering is used to localize the cloned areas in an image, followed by

an estimation of the geometric transformation used in the tampering process. The main challenge
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for the technique occurs when the cloned region is spatially close to the original source. The

authors eventually proposed an improved technique to overcome this challenge in Ref. 16, using

J-Linkage to perform robust clustering in the space of the geometric transformation. This resulted

in more accurate localization of the cloned region. Similarly, in Ref. 17 Bourouis et al. proposed

another modification of the clustering methodology of Ref. 15. This was given as an example ap-

plication for the Bayesian learning of mixture models with generalized inverted Dirichlet mixtures.

Experimental results show that the technique is effective, but not significantly better than Ref. 15.

A common problem with all the above techniques is the high computational cost for partitioning

the data into a specific number of clusters.

Other improvements to Ref. 15 involve the use of different feature detectors or descriptors.

Often, no clustering is used, avoiding the associated computational cost. For example, Zhao and

Zhao use Harris Feature Points instead of SIFT, with Local Binary Patterns (LBP) as feature vec-

tors.18 They also simplify the detection of matches by using the best-bin-first (BBF) algorithm.

Their results show an improvement over the use of SIFT; in particular, they show that SIFT can-

not find reliable feature points in small regions and regions with little visual structure. In another

work, YunJie et al. extract anisotropic rotationally invariant features, by decomposing overlapping

blocks using dual tree complex wavelet transform (DTCWT) and applying the Fourier transform to

the subband energies.19 Matching is performed after lexicographical sorting of the feature vectors.

Their results show an improvement over the use of SIFT, even after JPEG compression at a high

quality factor. Another similar approach is due to Li et al., using the Polar Harmonic Transform

(PHT) to extract rotation and scale invariant features from circular blocks.20 Again, lexicographical

sorting is used for match detection.

Ryu et al. present a method for detecting copy-rotate-move forgery using Zernike moments.21
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The image is divided into overlapping blocks. The Zernike moments are caluculated for each block.

All computed moments are vectorized and the complete set of vectors is then lexicographically

sorted. The Euclidean distance is computed between adjacent pairs of vectors. If the distance is

less than the specified threshold, then the two associated blocks are suspected to be forged. The

same authors improved their technique in Ref. 22 by extracting the magnitudes of Zernike moments

from image blocks and using them as features. Afterwards, locality sensitive hashing (LSH) is

used for removing falsely matched block pairs. Finally, Davarzani et al. use Multiresolution Local

Binary Patterns (MLBP) as block features.23

Independently of Ref. 15, Bo et al. extract Speeded Up Robust Features (SURF) for copy-

move detection.24 Their method seems to perform well, even in cases of rotation and scaling;

however, no quantitative results were given, making it impossible to compare. This method was

later extended by Shivakumar and Baboo in Ref. 25 by combining SURF with the use of the KD-

tree algorithm for matching features. Based on their results, the method performs well but fails in

detecting very small regions; no solution was proposed for this deficiency. Similarly, Silva et al.

propose a method in Ref. 26 that uses SURF features for copy-move detection. The authors also

propose a novel framework for cloning detection using multiscale analysis with majority voting,

following feature extraction and clustering. While this generally reduces the variability in the

results, it requires setting a considerable number of tuning parameters.

While the methodology used in Ref. 16 is clearly effective for the detection of cloning, the

overall accuracy is still not sufficiently high for automated use on bulk data sets. Our previous

work presented in Ref. 27 improves on Ref. 16 by using a new feature detector and a different

clustering technique. In this paper we refine the methodology further, significantly increasing the

overall accuracy. Specifically, we apply a number of measures to increase the robustness of the
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initial feature matching process. This includes the use of clustering to separate matched features

that correspond to tampered regions from ones that do not, statistical filtering to increase the homo-

geneity of the clusters, and the use of supervised learning to determine whether a cluster contains

true or false matches. We refer to true matches as those corresponding to a cloning event, while

false matches do not (i.e. they are simply matches between similar original textures). Experimental

results are given for three different feature detectors, used separately and in conjunction. These

are compared with published results, and show a considerable improvement in detection accuracy.

An automatic system is also proposed to adapt the clustering algorithm parameter to the number

of tampered regions in a given image.

The rest of this paper is organized as follows: Section 2 explains our proposed method in detail,

experimental results are given in Section 3, and we conclude in Section 4 with pointers to further

work.

2 Proposed Method

2.1 Keypoint Extraction and Matching

For a given image, we start by extracting a set of keypoints using one or more keypoint-based

feature detection algorithms, such as SIFT, SURF, and MSER. Next, we determine which pairs

of keypoints match by computing the Euclidean distance between their corresponding descriptor

vectors; whenever this distance is below a fixed threshold, the pair of keypoints is considered to

be a match. This process is similar to most other approaches in the literature. The threshold was

chosen after analyzing the distribution of the Euclidean distance between each keypoint and its

closest neighbour in descriptor vector space, for a database of images. Separate statistics were

kept for pairs of keypoints corresponding to an actual cloning event, which we refer to as true
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matches, and pairs that do not correspond to a cloning event, or false matches. An illustration of

this process for the tampered image of Fig. 1a can be seen in Fig. 1b.

2.2 Clustering Matches

For each matching pair of points, we compute a set of metrics describing the line connecting them,

to be used to cluster the matching pairs using k-means clustering. Since we want the algorithm to

cluster true matches together, we require metrics that will be numerically similar for all matching

pairs within a cloned region. For this purpose we use the length, slope, and midpoint coordinates

of the line between matching pairs at image coordinates (x1, y1) and (x2, y2). The length of the

line, l is given by the Euclidean distance between the matching features in image coordinates.

l =
√
(x2 − x1)2 + (y2 − y1)2 (1)

The angle, θ, is given by the principal value in the range (−π, π) of the four-quadrant inverse

tangent function of the slope of the line connecting the two points.

θ = Arctan (y2 − y1, x2 − x1) (2)

The midpoint, (xm, ym) is simply given by

(xm, ym) =

(
x1 + x2

2
,
y1 + y2

2

)
(3)

After computing the metrics describing each pair of matches, we use the k-means clustering

algorithm with k = 2 to group similar matches together. We set the number of clusters to two,
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(a) (b)

(c) (d)

(e)

Figure 1 Outputs for different steps of the algorithm. (a) Input image (note this is a tampered image, the boat is
cloned). (b) Output of step 3: matching features connected with a yellow line; features are identified by a yellow
circle. (c) Output of step 5: matching pairs grouped into two clusters, represented by green and magenta circles. (d)
Output of step 6: filtering applied to remove outlying matches in both clusters. (e) Output of step 8: each cluster is
classified using SVM as a true match (blue lines) or a false match (red lines).
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expecting one cluster to contain true matches and the other to contain false matches. The result of

clustering the matches shown in Fig. 1b can be seen in Fig. 1c. Note that when an original image

is analyzed, this will result in two clusters of false matches.

2.3 Filtering Clustered Matches

We also propose an optional filtering technique to remove likely false matches from the cluster

containing mostly true matches. Due to the nature of the clustering algorithm, a number of false

matches may be allocated to the cluster with true matches. This occurs because k-means must

allocate every given match to a cluster, and it may happen that a particular false match is closer

to the centroid of the cluster with true matches. Having too many false matches in the cluster

with true matches will affect the metrics that we use later to classify the cluster. Removing these

false matches should enhance the classifier’s ability to classify a cluster correctly as containing

true matches while it should only marginally affect the classification of a cluster containing false

matches.

To apply the filter, for each match within a cluster we determine its distance from the cluster

centroid. We then compute the median value of these distances. Any match where this distance is

more than the median value is removed (i.e. filtered out). The objective is to disregard all outlying

matches; the use of the median value is an aggressive approach to this end. An example of how

filtering removes these ‘outlier’ matches can be seen by comparing Fig. 1c and Fig. 1d. Observe

how the cluster containing true matches (green circles) is left with almost only true matches after

the filtering.
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2.4 Classifying Clusters of Matches

To determine which cluster consists of true matches, we use a Support Vector Machine (SVM).

This improves on simpler techniques, such as the use of simple thresholds, which we adopted

in our earlier work.27 We found that simple thresholds were not effective under a wide range of

tampering scenarios, and could only be tuned for specific conditions. SVM, on the other hand,

is a general purpose classifier that uses higher-dimensional projections of the feature space, and

therefore can apply non-linear boundaries (within the feature space).

For each cluster we determine a feature vector describing the similarity of the lines connecting

the matching pairs of points. The feature vector is used by a (previously trained) SVM classifier to

determine whether the cluster contains true or false matches. We expect a cluster of true matches

to contain lines that are very similar to each other, while a cluster of false matches is likely to be

more varied. Prior to determining this variation, we need to ‘normalize’ the length of the lines

connecting the keypoint pairs by determining the average of all the lengths in each cluster and

dividing by it. The reason for this ‘normalization’ is to minimize any variation due to the size of

the tampered area or the distance from its clone source.

We now use the following metrics to distinguish between the two cases: a) the standard

deviation of the normalized lengths of the lines, b) the standard deviation of the slopes of the lines,

c) the median value of the dissimilarity matrix of the lengths of the lines, and d) the median value

of the dissimilarity matrix of the slopes of the lines. For a vector of values z = (z1, z2, . . . , zn),

the dissimilarity matrix D is generated by computing the square of the Euclidean distance between

elements of z as follows:

Di,j = (zi − zj)2, (4)

9



for i, j ∈ {1, 2, . . . , n}.

We expect these four metrics for the cluster containing true matches to be smaller than the

cluster of false matches. The SVM classifier must first be trained by supplying the metrics and

corresponding ground truth for the cluster of matches from a training set of images. For any given

cluster, observe that it is not immediately obvious what the ground truth should be, as the matches

in the cluster may not be all true or false. We consider two options: the cluster is considered as

‘true’ either if at least one match in the cluster is true (0% threshold) or if at least half the matches

in the cluster are true (50% threshold).

The final step is to take a decision on the image based on the outcome of the cluster classifi-

cation. Specifically, if SVM detects that one or both clusters contain true matches, the image is

considered to be tampered. Otherwise (i.e. only if both clusters are classified as containing false

matches), the image is considered to be original. An example of the final output from our method

is shown in Fig. 1e.

2.5 Adaptive Choice of k

When an image is identified tampered, we then use an algorithm that adaptively updates the value

of k for each image. This is meant to improve the pixel-level detection rate, particularly for images

with multiple tampered regions. The algorithm works by computing the average silhouette value28

for matches in all clusters, and choosing the value of k corresponding to the first peak in silhouette

value. The silhouette value is a metric that measures the performance of the clustering algorithm,

by determining how well each match fits with its cluster (coherence) and how far it is from other
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clusters (separation). The silhouette value for match i is computed as follows:

s(i) =
b(i)− a(i)

max (a(i), b(i))
, (5)

where a(i) is the average distance (within match descriptor space) from match i to the other

matches in the same cluster, and b(i) is the lowest average distance from match i to matches in

the remaining clusters. The silhouette value for any match in a cluster ranges from−1 to 1. A high

silhouette value indicates that a match is clustered with similar points and that it is also separated

from other clusters.

2.6 Summary of Proposed Method

To summarize, our proposed method implements the following steps:

1. Convert image to gray scale.

2. Extract feature descriptors.

3. Match features based on Euclidean distance between descriptors.

4. For each match, compute distance, slope and midpoint (x, y).

5. Cluster matches using k-means clustering (initially with k = 2).

6. Apply filtering to remove outlying matches from both clusters.

7. For each cluster of matches, compute the standard deviation and median of dissimilarity

matrix for the lengths and slopes of lines connected each matched pair.
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8. Use these cluster metrics with SVM to distinguish between clusters of true matches and

clusters of false matches.

9. For images where at least one cluster is detected as tampered:

(a) Compute average silhouette value of all clustered matches.

(b) Increment k and repeat from step 5 until the silhouette value is lower than that for the

previous value of k.

(c) The final value of k is the previous value of k, that is the one corresponding to the first

peak in silhouette value.

Fig. 1 shows the outputs for different steps of the algorithm.

2.7 Novelty in Proposed Method

Experimental results from Refs. 15 and 16 show that hierarchical clustering is an effective method

for tamper localization, but it comes at a high computational cost. In this paper we take advantage

of this effectiveness, using match clustering to help identify true from false matches. This allows

us to relax the criteria for considering two similar feature vectors as matches, potentially increas-

ing the number of matches considered. We also replace the computationally expensive hierarchical

clustering with a simpler clustering method using the k-means algorithm, for a gain in computa-

tional performance. Once matches are clustered, we apply a new filtering technique to remove

outliers. This effectively removes false matches from the cluster containing mostly true matches,

improving the match detection accuracy and reliability.

The k-means algorithm requires the user to choose the number of clusters beforehand, which

can be a problem in various applications. In our case, however, this is not a problem, as we
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generally expect to have two clusters: one containing true matches, and the other containing false

matches. Furthermore, once an image is identified as tampered, we can easily increase the number

of clusters to improve region detection.

All pixel-based techniques, including ours, rely on feature extraction to find matching regions.

However, not all feature detectors are equivalent. We broaden our consideration of feature de-

tectors to include the popular SIFT29 and SURF,30 as well as Maximally Stable Extremal Regions

(MSER).31 We include it for its diversity from SIFT and SURF, and because it can detect keypoints

in conditions that are difficult for SIFT and SURF. In other applications, MSER has proven use-

ful in image segmentation32 and video stabilization.33 For further details on MSER, the reader is

referred to the work in Ref. 34 by Mikolajczyk et al., comparing the performance of six region de-

tectors. It was shown that MSER outperforms the other region detectors in detecting regions with

different view points, and is only outperformed by Hessian detectors in detecting regions after a

change of scale.

3 Experimental Results

To facilitate comparison with other published results, we report results on five different image

datasets: MICC-F200015 (1300 original and 700 tampered images with one cloned region, all

2048 × 1536, JPEG compressed), GRIP35 (80 original and 80 tampered images with one cloned

region, all 1024×768, uncompressed), MICC-F60016 (440 original and 160 tampered images with

1–7 rotated and scaled cloned regions, size 800 × 533 to 3888 × 2592, uncompressed), CMH26

(108 realistic cloned images, size 845 × 634 to 1296 × 972, available uncompressed and JPEG-

compressed with quality factors 70%–90%), RKLL22 (1000 original and 1000 tampered images

with one 96×96 rotated cloned region, all 512×512, uncompressed). In the classification process,
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to avoid favouring a particular feature, all features were scaled to the range [0, 1]. Furthermore, a

five-fold cross validation and fine grid-search were performed on the training dataset in order to

find the optimal RBF kernel parameters.

3.1 Comparison of Descriptors and Effect of Filtering

Initially we restrict our experiments to the MICC-F2000 dataset, where all images are JPEG com-

pressed and different types of geometric transformations and scale factors were used in the tam-

pering process. Further details can be found in Ref. 15. We use 450 images for training and 250

images for testing, from each of the original and tampered subsets. This allows us to use all avail-

able tampered images, while keeping the number of original and tampered images equal in both the

training and testing datasets. It is important to note that the training and testing sets have images

with the same types of geometric transformations to ensure effective training and testing. These

conditions correspond to the ideal case where the analyst knows the distribution of the test set, with

equal probability of analysing images that are tampered or original, and with a range of tampering

operations possible.

We first run separate experiments with each of the three feature detection algorithms: MSER,

SURF, and SIFT, to compare their performance. The results at cluster level, in the form of Receiver

Operating Characteristic (ROC) curves, are shown in Fig. 2. Results are given with and without

the filtering method of Section 2.3, for both options of setting ground truth. From these results we

can see that in every case, filtering generally improves the classification results, particularly when

ground truth uses the 0% threshold. When ground truth uses the 50% threshold, the difference

is less pronounced. This clearly indicates that in most cases, clusters that should be classified as

true contain false matches. This occurs because many typical images, with a number of textured
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Figure 2 SVM classification results for clusters of matches, with and without filtering, for the (a) MSER, (b) SURF,
and (c) SIFT feature detectors using MICC-F2000. Ground truth for a cluster is considered as ‘true’ either if at least
one match in the cluster is true (0% threshold) or if at least half the matches in the cluster are true (50% threshold).
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areas, will result in many matches between original regions (i.e. false matches), some of which

will get clustered with the true matches. When the cluster with true matches also has too many

false matches, the classification metrics increase in value, causing SVM to classify the cluster as

‘false’. This gives a false indication of originality.

Focusing on the results where ground truth uses a 0% threshold, we can also see that, without

filtering, SIFT descriptors have the best overall performance. The results using SURF features

are similar to those of SIFT. This is not surprising, as the SURF descriptor is based on the same

principles as SIFT, although with an emphasis on reducing complexity. The results using MSER

are significantly worse than the other two descriptors.

3.2 Combining Feature Descriptors

In order to improve our results further, we consider combinations of feature descriptors. It is

important to note that we are not combining feature vectors, rather, we are combining matches

produced by different feature descriptors. This is possible because our methodology is descriptor-

agnostic. Results for various combinations are shown in Fig. 3. Consider first the combination

of SURF and MSER features. It is immediately obvious that the result of the combination is

significantly better than using either descriptor alone. The main reason behind this significant

improvement is that the two feature descriptors are very different from each other and therefore

each detection algorithm will generate different features. Combining different features therefore

gives us more matches, and the more matches we have within a tampered region, the stronger the

indication that it is tampered.

Next, we add SIFT to the previous combination. These results are similar to those of the MSER

and SURF combination. This is expected because SIFT features are very similar to SURF features.
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Figure 3 SVM classification results for clusters of matches, with and without filtering, for combinations of feature
detectors using MICC-F2000: (a) MSER + SURF, (b) MSER + SURF + SIFT, and (c) SURF + SIFT. Ground truth
for a cluster is considered as ‘true’ either if at least one match in the cluster is true (0% threshold) or if at least half the
matches in the cluster are true (50% threshold).

17



(a) (b)

(c)

Figure 4 An example where (a) MSER detects a matching feature between the tampered and original regions (repre-
sented by an orange star) while (b) SURF and (c) SIFT do not detect any matching features.

We validate this claim further by considering the combination of SURF and SIFT without MSER.

In this case, results for the SURF and SIFT combination are similar to SURF or SIFT alone.

These results validate our conclusion that it is the difference between MSER and SURF features

that causes the considerable improvement in results for their combination. An illustration of the

difference in feature extraction for MSER compared to SURF and SIFT is shown in Fig. 4. A

summary of results, comparing performance at match level with and without filtering is given in

Table 1.
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Table 1 Area under ROC curve at match level, with and without filtering using MICC-F2000.

Features No Filter Filtered
MSER 90.59 91.34
SURF 95.46 98.00
SIFT 94.79 98.55

MSER + SURF 99.41 99.93
MSER + SURF + SIFT 99.30 99.65

SURF + SIFT 94.55 97.39

Table 2 True and false positive rate image level results using MICC-F2000 dataset

MSER SURF SIFT MSER
& SURF

MSER
& SURF
& SIFT

SURF &
SIFT

Bour.17 Amer.16 Amer.15

TPRI 96 98 98.80 99.60 99.20 98.80 93.27 94.86 93.42
FPRI 2.4 3.2 2.8 1.6 2 3.6 11.26 9.15 11.61

We also compute true and false positive rate image level statistics (TPRI, FPRI respectively)

to compare with the best results from three recent techniques in Refs. 17, 16, and 15, as shown in

Table 2.

3.3 Effect of Filtering and Descriptor Choice on Match-Level Performance

We analyze the filtering technique’s performance further by considering true and false positive

rates at match level, respectively computed as:

TPRM =
# correctly classified true matches

total number of true matches
(6)

FPRM =
# incorrectly classified false matches

total number of false matches
. (7)

For a given set of matches, TPRM measures the recall for true matches, while FPRM measures

the fall-out. Note that the results are determined over the set of test images being used, rather than
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Table 3 True and false positive rate results at match level, with and without filtering.

TPRM FPRM

Features No Filter Filtered No Filter Filtered
MSER 91.53 93.19 20.41 19.50
SURF 96.31 96.47 23.76 21.84
SIFT 96.26 96.60 24.02 16.02

MSER + SURF 97.59 98.07 23.99 21.27
MSER + SURF + SIFT 97.22 97.37 28.08 25.11

SURF + SIFT 96.43 96.85 26.19 24.56

individually for each image. This ensures that images with a small number of detected matches do

not unduly influence the result.

True and false positive rates at match level, with and without filtering, for the feature descrip-

tors and combinations used earlier, are shown in Table 3. In all cases, the results were obtained

using SVM’s default discrimination threshold. It is clear from these results that the proposed fil-

tering technique improves performance at match level. While the absolute difference is small, it is

encouragingly consistent, and remains when features are combined. As a result, this step should

always be employed.

3.4 Coverage of Descriptors

We consider next the coverage area for feature detectors, based on the number of features detected

in each tampered region. This can be determined by computing the true positive rate at pixel level,

assuming each descriptor covers a fixed neighbourhood around its coordinates, and without using

any contouring or region gathering. We assume a neighbourhood of size 16× 16, which is exactly

true for the SIFT detector, and a reasonable approximation for the other two detectors∗. The true

∗The neighbourhood of the SURF descriptor has size 20s × 20s, where s is the feature size, while the MSER
descriptor neighbourhood is image dependent.
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Table 4 True and false positive rate results for area covered by feature detectors at pixel level, with and without
filtering.

TPRPC FPRPC

Features No Filter Filtered No Filter Filtered
MSER 5.32 6.06 0.16 0.14
SURF 6.54 7.88 0.10 0.09
SIFT 7.49 7.77 0.05 0.04

MSER + SURF 15.22 17.12 0.18 0.16
MSER + SURF + SIFT 11.24 11.45 0.21 0.17

SURF + SIFT 13.42 14.41 0.22 0.16

and false positive rates at pixel level are respectively computed as:

TPRPC =
# correctly classified true matches× 256

total number of tampered pixels
(8)

FPRPC =
# incorrectly classified false matches× 256

total number of untampered pixels
. (9)

As before, the results are determined over the set of test images being used, ensuring that images

with a small number of detected matches do not have a disproportional influence. The tampered

pixels are found by generating the difference image for the original and tampered images then

finding the locations of the non-zero pixel values and labeling them accordingly.

True and false positive rates for area covered by feature detectors at pixel level, with and with-

out filtering, for the feature descriptors and combinations used earlier, are shown in Table 4. For

a given descriptor (or descriptors), TPRPC measures the recall for tampered pixels, while FPRPC

measures the fall-out, after filtering and clustering. As before, results were obtained using SVM’s

default discrimination threshold. These results indicate that the proposed filtering technique im-

proves coverage at pixel level. This implies that any true matches filtered out are compensated by

an improved classification.
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For individual images, we also consider the relationship between the coverage and the size of

the tampered region. When the feature detectors are used individually, most images have coverage

area of up to 10% of the tampered region size. We have observed that the coverage area is gen-

erally poor for larger tampered regions (greater than 10% of the image area). In these cases, the

combined features generally have higher coverage than the individual detectors, due to an increase

in the overall number of matches considered; the more matches there are, the higher the potential

coverage area.

3.5 Pixel Level Results With Region Gathering

To facilitate comparison with the results of Silva et al.,26 we also implement a very simple region

gathering mechanism, and then determine the pixel level performance in the conventional way.

Specifically, we bound the cluster of keypoints with the smallest possible horizontal or vertical

rectangle, such that the rectangle includes the 16× 16 neighbourhood around each keypoint. This

is a simpler alternative to the minimum bounding rectangle used in Ref. 26, where the rectangle

can have any orientation. Following convention, we compute the pixel-level results after region

gathering for each image as:

TPRPR =
# pixels correctly classified as tampered

total number of tampered pixels
(10)

FPRPR =
# pixels incorrectly classified as tampered

total number of untampered pixels
(11)

ACC =
TPRPR + (1− FPRPR)

2
. (12)

Finally, we compute the average and standard deviation of these metrics over the set of test images.

True and false positive rates at pixel level, with and without filtering, for the combination of
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Table 5 Pixel level results with region gathering, with and without filtering.

ACC TPRPR FPRPR

Method Avg. Std. Avg. Std. Avg. Std.
No Filter 92.13 8.19 81.26 10.55 3.90 1.22
Filtered 89.05 9.60 78.72 8.11 0.61 0.63

MSER and SURF descriptors, are shown in Table 5. Results were obtained using SVM’s default

discrimination threshold. As expected, the filtering process results in a significant reduction to

FPRPR. It is more difficult to interpret the change to TPRPR, as while the average value is reduced,

the change is much smaller than the standard deviation. It is significant that the standard deviation

itself is reduced, which means that filtering improved the robustness of the process. Observe also

that the overall accuracy is affected more strongly by the change in TPRPR, which is numerically

greater than the change in FPRPR. This is simply because the number of tampered pixels is usually

much smaller than the number of untampered pixels.

3.6 Training and Testing Database Mismatch

So far, all results given have used training and testing sets with the same distribution. To consider

the robustness of our approach when the test conditions do not match the training set, we consider

test cases where the images are uncompressed and some images have multiple cloned regions. For

this purpose, we use the GRIP and MICC-F600 datasets which contain realistic and challenging

attacks. In particular, the MICC-F600 data set contains multiple cloned regions, each of which

was geometrically transformed (i.e. rotated and scaled). We keep the training data from the MICC-

F2000 dataset, which allows us to see how well our method performs when the training and testing

datasets are not perfectly matched. Additionally, this also resolves a problem with the GRIP and

MICC-F600 datasets being so small, which would make them difficult to split into training and
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Figure 5 SVM classification results for clusters of matches using combined MSER & SURF features on the (a) GRIP
and (b) MICC-F600 datasets.

Table 6 Comparison of image level results using MICC-F600 dataset

Proposed Amer.15 Amer.16

TPRI 96.88 69.0 81.6
FPRI 3.13 12.5 7.27

testing sets of sufficient size.

Since results from our previous experiment on the MICC-F2000 dataset show that combining

MSER & SURF features gives the best performance, we use only that combination for our remain-

ing experiments. The ROC curves in Fig. 5 show the detection performance for the GRIP and

MICC-F600 datasets, following training on the MICC-F2000 dataset. Results show that the tech-

nique performs well even though the training dataset was different. This gives an indication for

the efficacy of our technique in a practical situation, where the test cases are usually from a source

independent of the training set. We compute image level statistics (TPRI and FPRI) in order to

compare with two state-of-the-art techniques. Table 6 shows that there is a clear improvement over

results reported in Refs. 15 and 16 using the MICC-F600 dataset.
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Figure 6 SVM classification results for clusters of matches with different k values using combined MSER & SURF
features.

3.7 Adaptive Choice of k

To validate the fixed initial choices of k = 2, we repeat the experiment on the MICC-F600 dataset

using a range of values of k, as shown in Fig. 6. We also computed the Area Under Curve (AUC)

for each case; the highest AUC value of 98.80% was obtained for k = 2. This indicates that starting

with k = 2 is a good compromise that works well for determining whether an image is tampered

or not.

The algorithm for selecting k described in Section 2.5 was tested on three small subsets from

MICC-F600 of five images each, where the subsets contained two, three, and four cloned regions

respectively. Where there was a choice, the first five suitable images were chosen. We tested every

image for k ∈ {2, . . . , 8}, and for each case we computed the average silhouette value and the

coverage area. Results for the subset with two cloned regions are shown in Table 7. It can be seen

that the value of k corresponding with the first peak in silhouette value (marked in bold) also gives

the highest coverage. We have observed similar behavior for most images in the other two subsets.
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Table 7 Average silhouette values and coverage area for five images with two cloned regions.

k = 2 3 4 5 6 7 8

Image 1
Silhouette value 0.5314 0.7538 0.6742 0.5006 0.5696 0.5653 0.5381
Detected regions 1 2 2 1 1 1 1

Coverage area 2.3 3.9 3.2 2.1 2.5 2.4 2.5

Image 2
Silhouette value 0.6963 0.8146 0.8003 0.7771 0.7559 0.6254 0.6158
Detected regions 2 2 2 2 2 2 2

Coverage area 7.2 7.2 7.2 7.1 7.1 6.9 6.9

Image 3
Silhouette value 0.5631 0.6376 0.4929 0.4509 0.4052 0.4031 0.3163
Detected regions 1 1 1 1 1 0 0

Coverage area 0.9 1.1 0.7 0.5 0.2 0 0

Image 4
Silhouette value 0.6132 0.6487 0.6174 0.6059 0.5284 0.5882 0.5670
Detected regions 2 2 2 2 2 2 2

Coverage area 8.0 8.0 7.7 7.0 5.9 5.9 6.0

Image 5
Silhouette value 0.5157 0.4706 0.5184 0.4395 0.4341 0.4662 0.4445
Detected regions 2 2 2 2 2 2 2

Coverage area 26.6 22.5 26.6 21.3 20.0 21.9 22.1

3.8 Performance on Smooth and Textured Regions

Next, we test the performance of our technique in detecting cloned regions with varying amount

of texture, as in Ref. 22. We use the same dataset, with original images from the BOSS dataset,

of size 512 × 512. Cloned regions are all 96 × 96, rotated by an angle θ ∈ {0◦, 10◦, . . . , 90◦}.

The test set contains 1000 original images and 1000 tampered images; the cloned regions are

smooth in half the tampered images and textured in the other half. All of the images used in this

experiment are the same images used in Ref. 22. A cloned region is considered textured if it has 50

or more SIFT keypoints. As in our earlier experiment we use MICC-F2000 for training. The image

level results for our technique compared with the image level ROC curves obtained by Ref. 22

are shown in Fig. 7. It is important to note that we did not plot the ROC curve for our method

because it shows cluster level detection and not image level detection. Compared to Ref. 22, our

method significantly improves detection results for the textured cloned regions while the detection
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Figure 7 Image level results using RKLL and combined MSER & SURF features.

of smooth regions is not as robust because MSER & SURF are not able to find feature keypoints

when the cloned region has low spatial frequency (e.g. a patch of sky or sea). To overcome this

challenge we need to investigate other feature descriptors that are robust in detecting features in

smooth regions. This would considerably increase the scope of this paper, so we leave this to be

investigated in the future. It is important to note that the method in Ref. 22 was compared to six

existing methods, outperforming them all.

3.9 Performance on a State of the Art Dataset

Finally, we compare with the results of Silva et al.,26 on their Copy-Move Hard (CMH) dataset.

As their results are at pixel level, we again use the simple region gathering mechanism described

in Section 3.5. To allow a direct comparison with the results published in Ref. 26 we compute the

pixel-level results in the same way, as described in Section 3.5.

True and false positive rates at pixel level, with and without filtering, for the combination of

MSER and SURF descriptors, are shown in Table 8. As we have seen in Section 3.5, the use

of filtering generally reduces both TPRPR and FPRPR results, while also lowering the standard
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Table 8 Pixel level results with region gathering on the CMH dataset, with and without filtering, and comparison with
Ref. 26.

ACC TPRPR FPRPR

Dataset Method Avg. Std. Avg. Std. Avg. Std.

Compressed
Proposed, Filtered 66.60 12.03 35.01 23.89 0.36 0.33
Proposed, No Filter 72.37 14.10 48.47 27.33 3.73 12.93
Silva et al. 64.73 17.36 30.16 34.90 0.69 1.25

Uncompressed
Proposed, Filtered 67.74 10.65 37.84 22.98 0.39 0.47
Proposed, No Filter 76.38 12.16 54.09 25.28 1.34 2.99
Silva et al. 85.35 13.14 71.92 26.69 1.22 1.92

CMHP1
Proposed, Filtered 69.44 12.48 40.27 26.77 1.39 3.46
Proposed, No Filter 80.60 13.89 62.79 28.80 1.58 3.50
Silva et al. 96.19 2.54 94.08 5.38 1.70 1.73

CMHP2
Proposed, Filtered 67.51 9.29 35.35 18.66 0.33 0.23
Proposed, No Filter 75.20 10.04 52.43 21.68 2.04 4.92
Silva et al. 84.56 13.40 69.77 27.13 0.66 0.56

CMHP3
Proposed, Filtered 71.22 13.75 43.76 28.92 0.31 1.70
Proposed, No Filter 77.19 11.33 55.76 24.25 1.38 2.81
Silva et al. 81.56 13.68 64.10 28.29 1.24 2.46

CMHP4
Proposed, Filtered 66.22 8.85 33.20 18.67 0.76 1.38
Proposed, No Filter 72.58 12.09 46.32 25.18 1.16 1.78
Silva et al. 81.60 13.20 64.48 26.42 1.29 2.18

deviation. Comparing with Ref. 26, our method marginally outperforms that of Silva et al. for the

compressed dataset, both in terms of TPRPR and FPRPR. However, for the uncompressed dataset,

our method generally has a lower TPRPR while still outperforming Silva et al. in terms of FPRPR

when filtering is used. Also, our method consistently has a lower standard deviation, except for

the CMHP1 subset (simple clonings), where the method of Silva et al. has a very high TPRPR.

It is notable that our method appears to offer a consistent performance across subsets and also

between the uncompressed and compressed case. This seems to indicate that the method itself is

very robust. We also note that, as before, our experiments were performed with the SVM classifier

trained with the MICC-F2000 dataset, rather than retrained specifically for the CMH dataset (or

subset) tested. This is meant to replicate real-world use of our technique.
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As an indication of the efficiency of our method, we also determined the average running time

in the same way as in Ref. 26. Specifically, we randomly selected 10 images from CMEN and

determined the mean running time. On a computer with an Intel Core i5-560M @ 3.20 GHz CPU,

our method with filtering took 3.71s on average. From Ref. 26 it can be seen that Silva et al.’s

method took 18.81s on a computer with two Intel Xeon E5620 @ 2.40 GHz CPUs, while the fastest

method they tested (SIFT) took 6.83s. Based on public CPU benchmarks, our test platform is about

20% faster if the application is running in a single thread. Even taking this into consideration, our

implementation appears to be significantly faster than the alternative approaches tested by Silva

et al. We consider this to be only an indicative result, as we obtained our timings on a different

platform, and neither our method or theirs were specifically optimised for performance.

4 Conclusion

In this paper we have proposed a flexible methodology for detecting cloning in images, based on

the use of feature detectors. Rather than using increasingly complex matching criteria to determine

whether a particular match is the result of a cloning event, we cluster the matches using a simple

algorithm and use a supervised learning algorithm to classify the clusters. This descriptor-agnostic

approach allows us to combine the results of multiple feature descriptors, increasing the potential

number of keypoints in the cloned region. Results show a very significant improvement on the state

of the art, particularly when different descriptors are combined. A statistical filtering step was

also proposed to increase the homogeneity of the clusters and thereby improve results. Finally,

our methodology uses an adaptive technique for selecting the optimal k value for each image

independently. This allows our method to work well when there are multiple cloned regions in the

test images, and where usually the number of tampered regions is not known beforehand.
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We have also shown that our methodology works well when using different datasets for training

and testing. This is a significant advantage for practical applications, where the test cases are

generally from a source independent to any available training dataset. In summary, the proposed

methodology provides a useful framework for further improvement, as each component can be

replaced independently.

One of the principal remaining difficulties with image forensics research is the artificial nature

of the cloned-image databases available. While the realism of the cloning performed has improved

with more recent databases, the cloning itself is still largely performed using simple image pro-

cessing operations, at most involving some geometric transformation and the addition of noise.

This means that cloned regions in existing databases have a very well defined boundary, and do not

take advantage of modern tools available to photo editors, such as content-aware tools for erasing

and moving parts of an image. As a first step, in further work we intend to test our technique using

a more realistic database where cloning is performed using currently available professional tools

that do not leave any visual traces of tampering. We also intend to test more feature descriptors

and clustering methods, and are considering improvements to the filtering process.
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List of Figures

1 Outputs for different steps of the algorithm. (a) Input image (note this is a tampered

image, the boat is cloned). (b) Output of step 3: matching features connected

with a yellow line; features are identified by a yellow circle. (c) Output of step

5: matching pairs grouped into two clusters, represented by green and magenta

circles. (d) Output of step 6: filtering applied to remove outlying matches in both

clusters. (e) Output of step 8: each cluster is classified using SVM as a true match

(blue lines) or a false match (red lines).

2 SVM classification results for clusters of matches, with and without filtering, for

the (a) MSER, (b) SURF, and (c) SIFT feature detectors using MICC-F2000. Ground

truth for a cluster is considered as ‘true’ either if at least one match in the cluster

is true (0% threshold) or if at least half the matches in the cluster are true (50%

threshold).
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3 SVM classification results for clusters of matches, with and without filtering, for

combinations of feature detectors using MICC-F2000: (a) MSER + SURF, (b)

MSER + SURF + SIFT, and (c) SURF + SIFT. Ground truth for a cluster is con-

sidered as ‘true’ either if at least one match in the cluster is true (0% threshold) or

if at least half the matches in the cluster are true (50% threshold).

4 An example where (a) MSER detects a matching feature between the tampered and

original regions (represented by an orange star) while (b) SURF and (c) SIFT do

not detect any matching features.

5 SVM classification results for clusters of matches using combined MSER & SURF

features on the (a) GRIP and (b) MICC-F600 datasets.

6 SVM classification results for clusters of matches with different k values using

combined MSER & SURF features.

7 Image level results using RKLL and combined MSER & SURF features.

List of Tables

1 Area under ROC curve at match level, with and without filtering using MICC-

F2000.

2 True and false positive rate image level results using MICC-F2000 dataset

3 True and false positive rate results at match level, with and without filtering.

4 True and false positive rate results for area covered by feature detectors at pixel

level, with and without filtering.

5 Pixel level results with region gathering, with and without filtering.

6 Comparison of image level results using MICC-F600 dataset
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7 Average silhouette values and coverage area for five images with two cloned re-

gions.

8 Pixel level results with region gathering on the CMH dataset, with and without

filtering, and comparison with Ref. 26.
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