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Figure 1: A basic model for the communication system

1 Introduction

A lossless data compression algorithm takes a string of symbols and encodes it as a string of bits,
such that the average number of bits required is less than that in the uncoded case, where all source
symbols are represented by equal length codewords. Compression algorithms are only possible when
some strings or some symbols in the input stream are more probable than others; these would be
encoded in fewer bits than less probable strings or symbols, resulting in a net average gain. Most such
algorithms may be split into two major types: �xed-to-variable length schemes, such as Hu�man coding
and Arithmetic coding, encode equal-length source symbols (or strings) with codewords of a variable
length. In variable-to-�xed length schemes, such as the Ziv-Lempel code, the input is divided into units
of variable length which are then transmitted with a �xed-length output code.

The Tunstall source coding algorithm is a variable-to-�xed length encoding scheme. It has been fre-
quently hypothesised that in such schemes, the error propagation and re-synchronisation di�culties
encountered in �xed-to-variable length schemes would be less signi�cant, leading to a better perfor-
mance in noise. The error performance of various Tunstall codes was analysed, and a theoretical model
proposed. Several parameters which can be varied in the encoding process were considered, with the
objective of minimising the e�ect of errors without sacri�cing compression. The possibility of choosing
an error correction scheme optimised for the Tunstall algorithm was also considered, including the use
of Unequal Error Protection techniques.

2 Tunstall Coding

In Tunstall Coding [1], a variable number of source symbols is encoded into a �xed length codeword,
in such a way that:

� any codeword maps to a �xed sequence of source symbols. These sequences are generally of
unequal length.

� the sequences of source symbols are arranged such that for all codewords, the information content
of the sequence mapping to each codeword is approximately equal.

� the number of codewords n is chosen as an integral power of 2, such that the codewords can be
transmitted at 100% e�ciency through a binary channel.

� the average number of bits per source symbol is less than that required if every source symbol is
simply encoded using a �xed-length codeword. This leads to the required data compression.
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Figure 2: Tunstall tree at one level of expansion

2.1 Tunstall Algorithm

The algorithm used to choose the sequence mapping to each codeword is given below.

1. A tree is created with the root node having probability 1:0, and having as its branches them source
symbols. The resulting m leaf nodes each have the probability of occurrence of the corresponding
source symbol.

2. The node with the highest probability of occurrence, ax, is split up into m branches, such that
the resulting leaf nodes have a probability of occurrence equal to paxpa1 ; : : : ; paxpam , where pai
is the probability of occurrence of the source symbol ai; i = 1 : : :m. Note that these probabilities
assume a memoryless source. After splitting the node with the highest probability, the number
of leaf nodes in the tree increases by m� 1.

3. Step 2 is repeated until the total number of leaf nodes n is equal to an integral power of 2. This
constitutes what is termed as one level of expansion of the Tunstall tree.

4. Steps 2 and 3 can be repeated further, if required, until n is a larger integral power of 2. This
increases the complexity of the code, and also tends to make the leaf nodes more equiprobable,
hence increasing the code's e�ciency.

5. Assign equal length codewords (of � = log
2
n bits) to the leaf nodes. The choice of which codeword

maps to which leaf node is arbitrary and does not a�ect the compression. However, it does a�ect
other properties of the code, as discussed in section 4.

Finally, in the encoding process, the codewords are used to encode the corresponding sequences trans-
mitted by the original source. Thus, all that is necessary to recreate the same code is:

� the table of probabilities of each source symbol

� a prede�ned method for dealing with equiprobable source symbols

� the codeword size (in bits) required

� the codeword assignment algorithm

2.2 Illustration

Consider a binary source, where S2 = f0; 1g and p(0) = 0:75, p(1) = 0:25. Note that for a source with
m symbols, each symbol can be encoded in � = dlog

2
me bits. In this case, m = 2, so the source symbols

can be encoded in exactly 1 bit. It can be shown that for a source where m is an integral power of 2,
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the source tree can always be split up until there are mk leaf nodes, where k is any positive integer.
Thus the Tunstall tree with one level of expansion has m2 leaf nodes, in this case where m = 2, n = 4.
This Tunstall tree for the aforementioned binary source is shown in Fig. 2.

3 Measuring the Error Performance

It is assumed that the encoded message is to be transmitted through the Binary Symmetric Channel [2].
This channel, by de�nition, can only introduce bit inversions into the encoded message. The number of
errors introduced by the channel can thus be measured by the Hamming distance metric. Substitutional
errors in a codeword will cause this codeword to be interpreted as a di�erent but valid one1 during the
decoding process. This means that the sequence of source symbols represented by the original codeword
will be replaced by the sequence corresponding to the incorrectly interpreted codeword. Furthermore,
the sequences corresponding to these codewords may not be of the same length, leading to insertion,
deletion as well as substitution of source symbols in the decoded message.

The Hamming distance metric is based on comparing corresponding elements from the two sequences
being compared. It is thus incapable of dealing meaningfully with insertion and deletion errors, as
this may cause a loss of synchronisation, and all subsequent symbols would be treated as if they were
substituted, resulting in an inated value for the number of errors.

The general approach to compare such sequences is to seek the appropriate correspondence between
symbols from the two sequences, and optimise over all possible correspondences which satisfy suitable
conditions (such as preserving the order of symbols in the sequence). The Levenshtein distance [3], is
such a metric and is ideally suited to our purpose. By de�ning the costs of symbol insertion, deletion, and
substitution to be unity, the Levenshtein distance will represent the minimum number of insertions,
deletions and substitutions that are necessary to translate the original message into the incorrectly
decoded one.

3.1 Error Span and Error Increase

In �xed-to-variable length encoding schemes, the greatest adverse e�ect on error performance is due to
loss of synchronisation. It is thus understandable that the error performance of such codes is measured
by the average number of source symbols that may be incorrectly decoded because of a random bit
inversion in the encoded message. This has been termed the Error Span, and has been investigated for
various variable length codes [4].

While loss of synchronisation (in the encoded stream) is a major problem in designing good variable
length codes, it has no e�ect on �xed length codes, if it is assumed that only bit inversions can occur
along the channel. Also, in �xed-length encoding schemes, many sequences corresponding to di�erent
codewords tend to be similar. This leads to a hypothesis that one may design a code such that random
single-bit inversions in codewords result in another codeword mapping to a sequence very similar to the
original one. One would in this way reduce the e�ect of random single-bit errors. Thus, a new metric
must be chosen to take into account this possibility. For a Tunstall code in particular, the following
two metrics have been adopted:

� The Error Span is de�ned as the average number of symbol errors (measured by the Levenshtein
metric) in the decoded message for a random single bit error in the encoded message.

� The Error Increase is de�ned as the average number of symbol errors (measured by the Levenshtein
metric) produced for every bit error in the encoded message. Note that this depends on the bit
error rate of the channel. Essentially, this reduces to the ratio between the Symbol Error Rate
and the Bit Error Rate.

1assuming the Tunstall code is complete. This occurs if there are 2� source symbols, where � is an integer
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3.2 Levenshtein Distance { Standard Algorithm

The basic algorithm for calculating the Levenshtein distance between two messages of unequal length
is based on the principle of dynamic programming [3]. The complexity of this algorithm is proportional
to f � g, where f and g are the lengths of the two messages. This makes the algorithm unsuitable (too
computationally expensive) for comparing very long messages.

3.3 Approximate Algorithm

An algorithm for calculating an approximate value for the Levenshtein distance was devised, suitable
to use even for very long messages. This is necessary for computing the Error Increase of a Tunstall
code, where the message needs to be relatively long at low Bit Error Rates in order to obtain a good
statistical limit.

In our case, we only need to calculate the Levenshtein distance between the source message and the
decoded message. Thus, certain assumptions may be taken to simplify the algorithm, and we can also
make use of some extra information we have about both messages. Comparing the transmitted and
received encoded messages we note that only substitution of bits can occur between the two messages
(due to the nature of the channel). Since the transmitted message is encoded using a Tunstall code, all
the codewords are of the same length (� bits), and all possible codewords of that length are de�ned in the
code (assuming the source has 2� symbols, where � is an integer). This implies that any bit substitution
over the channel only results in a substitution of codewords (it can never result in an unde�ned word).
Thus we only need to compare the sequences of symbols corresponding to the codewords in error in the
received message as compared to the transmitted one.

A �rst approximation for the Levenshtein distance between the two messages can be found by adding
the Levenshtein distance between the source sequences represented by corresponding codewords which
have been corrupted by noise. An improved result is found by concatenating the sequences represented
by successive codewords which have been corrupted.

Simulations were performed to compare the Error Increase when calculated with the standard Leven-
shtein distance algorithm and with the Approximative algorithm, at various bit error rates. These
results show that while the �rst approximation diverges at high bit error rates, the second approxima-
tion provides su�ciently accurate results for use in further analyses.

A comparison between the Error Span and Error Increase at various bit error rates showed that as the
bit error rate decreases, the Error Increase tends towards the Error Span. This was expected, because
the Error Span is de�ned for only one bit error in the encoded message. As the bit error rate tends
to zero, the number of bit errors also tends to zero (or one bit error in an in�nitely long message, just
before the limit is reached).

4 Minimising Error Span

The Error Span of a Tunstall code depends on the assignment of codewords to the sequences of source
symbols. More importantly, this assignment is completely arbitrary, in that it will not a�ect the
compression performance of the code. This feature has been exploited by seeking to assign codewords
in such a way as to reduce the Error Span, leading to an improvement in the error performance. Various
di�erent code assignment algorithms have been investigated { they may be subdivided as follows:
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Figure 3: Error Span values for di�erent Codeword Assignment Algorithms

Reference algorithms, which provide a performance to measure against.

� The average of the ensemble of Random assignments.

Simple algorithms, where the emphasis is on speed and ease of implementation.

� Sequential assignment { the Tunstall tree is traversed in a pre-ordered fashion, and successive
leaf nodes are assigned numerically successive codewords.

� Gray code assignment { successive leaf nodes are assigned successive codewords from a gray
code.

Elaborate algorithms, where the minimum possible Error Span is sought, at the expense of computa-
tion time and algorithm complexity.

� Simulated Annealing, which has been successfully employed in other �elds, and is a popular
and relatively simple technique [5].

� Tabu Search, which is a relatively new technique for global minimisation. Various improve-
ments on the standard algorithm, as proposed by Battiti, have been used [6].

� A Greedy algorithm was implemented, which tries to match maximum Hamming distance
between codewords with maximum Levenshtein distance between sequences.

� A Semi-Exhaustive algorithm, which is essentially a modi�cation of the Greedy algorithm.
It avoids bias towards the �rst pair of codewords with the largest Hamming distance found,
by considering all other pairs of codewords with an equal Hamming distance.

Typical values for Error Span obtained with the di�erent algorithms are shown in Fig. 3. The source
was derived from a 16-colour graphic, and the Tunstall tree was expanded for 8-bit codewords. Except
for the Random assignment, the results shown are the best obtained with the respective algorithm.
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Figure 4: Source derived from 16-colour graphic { no Error Correction

4.1 Coding Gain for Tunstall Codes

Graphs of Symbol Error Rate (SER) against Channel Signal to Noise Ratio (SNR) were plotted for
Tunstall codes with codewords assigned by di�erent algorithms. They were compared with curves for
uncoded information passed through the same channel, to be able to assess the coding gain for Tunstall
coded data when using the various codeword assignment algorithms. The results are shown in Fig. 4
for the various assignment algorithms (the respective Error Span is shown in parentheses).

Results indicate that most of the improvement in noise performance comes from the compression factor
of Tunstall codes (encoded bits may be transmitted with higher energy than uncoded bits for the same
data rate). The optimisation of choosing appropriate codewords to minimise Error Span only gives
marginal improvement at high SNR values. Its e�ect at low SNR, however, is very good (though one
would normally not operate in such conditions).

A mathematical model was developed which gives the channel's SNR required to transmit at a given
Symbol Error Rate2. This model was used in an attempt to work out the asymptotic coding gain
between a random codeword assignment and the best assignment found for the particular source { in
a numerical analysis, it resulted that coding gain tends to zero as the SNR increases. This is not a
promising result, since it implies that one cannot rely on minimising the Error Span of a code in order
to transmit at a lower SNR. However, the minimisation of the Error Span still gives the advantage of
a lower e�ect of errors when one is transmitting through a Super Channel3.

2This model works at low Symbol Error Rate only
3The Super Channel is de�ned as the combination of the transmission channel and the channel code. This leads to a

much reduced bit error probability in the transmitted data
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Figure 5: Source derived from 16-colour graphic { with BCH (31,26) single-error-correcting code

5 Use of Error Correction

In most modern communication systems, the channel is usually equipped with a channel encoder on
one end and a corresponding decoder on the other. This form of channel coding usually makes use of
Error Correcting Codes in order to be able to transmit at a lower SNR while maintaining the same
Symbol Error Rate. Typically, the channel coding is independent of the data being transmitted, and is
matched to the channel's characteristics. Any source coding being performed (such as Tunstall coding
in this case) is a separate unit, and the type of coding depends heavily on the data source.

5.1 Independent Channel Coding

During the course of this project, a BCH channel coding system was employed in order to analyse its
e�ect on di�erent Tunstall codes, particularly on di�erent codeword assignments for the same source.
This was also compared with the uncoded case, and the case where only channel coding was performed
(no compression).

The BCH coding system was adopted because it is a very popular and relatively simple system, and
was readily available [7]. Various codes were used (with di�erent block length and error correcting
capabilities) to be able to assess the e�ect of the BCH code's parameters. Fig. 5 shows Tunstall codes
obtained with various codeword assignment algorithms protected using the (31,26) BCH code for a
source derived from a 16-colour graphic. One can observe that there is almost no di�erence in the
performance of the di�erent Tunstall codes. It is intended to compare such results with a system
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employing the same BCH channel code, while a Hu�man source coding scheme is used on the same
source. The Hu�man code is a very popular source coding scheme, which is often combined with other
higher-level compression or transformation techniques (such as JPEG, LZ, and other schemes) [8].

5.2 Optimised Channel Coding

The Tunstall coding technique exhibits certain properties which are very di�erent from more common
�xed-to-variable source coding methods. This suggests the use of a channel coding technique optimised
for a source already encoded with an appropriate Tunstall code. Particularly, the possibility of using
some form of Unequal Error Protection (UEP) was considered.

Initially, the possibility of using UEP where certain bits of the codeword are more protected than others
was considered [9]. For this reason, the e�ect of each bit position on the Error Span for various Tunstall
codes was investigated. While certain codeword assignment techniques (notably the Sequential and
Gray Code assignments) exhibited a consistent di�erence in importance between bits, other assignment
methods resulted in a code where the bits of a codeword are of practically equal importance. Particularly,
assignment methods based on the use of random sequences tend to produce codes with equally important
bits. These do not only include the reference Random assignment, but also such techniques as Simulated
Annealing, which when correctly tuned produces very good codes. The Tabu Search method deserves a
special mention here, since although it uses a deterministic approach, its results depend heavily on the
starting conditions (initial code assignment) { if started with a Random assignment, the resulting code
tends to have equally important bits, while when started with a Gray Code the di�erence of importance
between bits is notable.

Another possibility being considered is the use of UEP codes where certain codewords, rather than bits,
are protected more than others [10]. Accordingly, the contribution of each codeword to the Error Span
was calculated for various Tunstall codes. The results in this case are more promising, since all codes
considered manifest a remarkable di�erence between the importance of codewords with respect to error
performance.

6 Comments and Conclusions

The Tunstall Coding technique has a major disadvantage that in general the coding e�ciency cannot
reach 100%. Furthermore, its coding e�ciency is typically lower than that for �xed-to-variable length
schemes, such as Hu�man coding or the more e�cient Arithmetic coding. This may explain why
Tunstall coding has not received much attention although being proposed almost thirty years ago.

Another peculiarity of Tunstall coding is that its e�ectiveness depends highly on the source being
memoryless. During the course of this project, such a property of the source was assumed, but in
practice, most sources exhibit correlations which must be taken into account.

On the other hand, the Tunstall algorithm is extremely simple to implement, and the software im-
plementation of the codec has proven to be very fast. One has to note, furthermore, that the codec
used throughout this project was built with versatility in mind, and can handle (memory permitting)
any codeword length up to 32 bits, and any number of source symbols (up to 2� symbols, where � is
the already chosen codeword length). Any implementation where the number of source symbols and
the codeword size is �xed (particularly if the codeword length is an integral number of bytes) may be
implemented in a more optimised way. This property of high speed encoding and decoding is favoured
in �elds of real-time compression and decompression, such as for video and audio data.
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